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Summary and Organization

A wide variety of different network protocols have been designed today. A key component
in many of these networks still contains fundamentally the same problem: multiple access.
To transmit a message, a network requires a medium, for example a cable. Whenever
a few users share the same medium, they somehow have to agree on when to transmit
on the medium, which is often called the medium access protocol. Otherwise, they end
up transmitting at the same time, making it almost impossible1 for anyone to receive
messages successfully.

One approach to solve this problem is by giving each user a reserved period of time
to transmit, either fixed or dynamically allocated. Indeed, this can be a very efficient
solution whenever a few users have almost always a message ready. However, as the
population of users gets larger, and the probability that a single user has a message
waiting to transmit gets lower, this allocation system becomes less efficient, and users
tend to be waiting longer.

Another solution to this problem is called contention access, which is more suited for
larger population sizes. Here, no reservations are made, and each time unit is in principle
free to be used by any station. The disadvantage of contention access is that once two or
more users decide to transmit at the same time, effectively none of the messages arrive
correctly at the receiver. While it is possible to tackle this problem by sending on the
channel and waiting until the medium seems unoccupied, there is no guarantee that any
other station is not following exactly the same reasoning, making a conflict inevitable.
Therefore, a careful choice of transmission and retransmission rules is required. This
problem renders high channel throughputs more difficult to achieve.

Contention access channels have been used as key components in the design of vari-
ous access network technologies. For instance, random access schemes are used to share
the available bandwidth in 802.11 networks as well as in 10 and 100Mbit Ethernet sys-
tems (in combination with carrier-sense and/or collision-detection mechanisms). Other
point-to-multipoint access networks include hybrid-fiber-coaxial (HFC) networks (i.e.,
Data Over Cable Service Interface Specification (DOCSIS) networks), passive optical
networks (PONs) and Digital Video Broadcasting - Return Channel via Satellite (DVB-
RCS) networks. For example DVB-RCS networks [13] provide terminals with an upstream
return path to a satellite. In combination with Digital Video Broadcasting - Satellite -
Second Generation (DVB-S2) [14], these networks provide end-users with two-way satel-
lite networks for home networking. DVB-RCS is also a good example of how contention
access can be combined with reservation schemes; contention slots can be used for initial

1Some channels support the reception of multiple packets at the same time, for example channels with
capture [45].
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data packets and bandwidth requests, whereas Volume-Based Dynamic Capacity (VBDC)
and constant rate assignment can take over after exchanging some initial data via the con-
tention channel, resulting in a good trade off between low delay and bandwidth efficiency.

This thesis will focus on two important problems in contention access. The first
problem consists of the contention access problem where each transmission attempt is
directly followed by feedback, in a scenario where the population of transmitters can
theoretically be infinitely large. The second, related problem covers a contention access
system without feedback. Instead of having a guaranteed transmission success, the focus
of this problem lies in maximizing this success, for a finite population size.

Part I will focus on the first problem of feedback-based contention access, more specif-
ically in combination with successive interference cancellation (SIC). In Chapter 1, we
will first revisit the well known and widely used theoretical information model, describ-
ing the feedback-based contention channel. Next, we will extend this model with SIC,
a technique used to improve the throughput of contention access algorithms. Then, we
will elaborate on tree algorithms as well known solutions for the feedback-based colli-
sion resolution problem. We start with the basic and modified tree algorithms, followed
by the part-and-try algorithm, which ensures packets to arrive in a first-come-first-serve
order. Many researchers have studied the maximum stable throughput (MST) of sev-
eral feedback-based contention access algorithms, which identifies the highest achievable
throughput such that all transmissions are successfully received, under a set of standard
assumptions. The highest MST currently obtained by these algorithms is 0.4878, in the
standard model. By extending this model with SIC, in combination with tree algorithms,
an MST as high as 0.6931 was obtained by the successive interference cancellation tree
algorithm (SICTA). A brief description of SICTA concludes this chapter.

In the following chapters, we will present a novel set of tree algorithms, which will all
make use of the contention access channel with SIC. Using mostly existing techniques, we
will determine the MST of these algorithms. More specifically, in Chapter 2, we will first
determine the capacity of the SIC channel. In case of the infinite population model, the
capacity can be expressed in terms of the highest MST achieved by any algorithm. For
this, we will construct an algorithm with an MST of 1, fully exploiting the information
obtained by interference cancellation (IC). Because of its high time complexity, this
algorithm is mostly interesting for its theoretical implications. For the finite population
model, we will also propose an algorithm which is able to achieve a throughput of 1, based
on the well-known deterministic tree algorithm.

For the remainder of Part I, we will focus on an infinite population size. We will work
with the realistic assumption of a bounded number of signal memory locations, initially
one. This contrasts with the previously proposed SICTA algorithm, in which this number
was unbounded, thus limiting its practical value.

The algorithm with the highest MST in the standard information theoretical model
is based on the well-known 0.4871 part-and-try algorithm. Therefore, in Chapter 3, our
first attempt consists of starting from this algorithm, and adding improvements which
make use of IC. Here, we will see how IC allows to skip several slots, as their contents can
now be derived from other slots, and thus improving the MST up to 0.6365. However,
this high MST comes at the cost of having some packets received out-of-order, a property
which was readily provided by the original 0.4871 part-and-try algorithm. If we want to
maintain this property, a small penalty has to be paid, as the MST reduces to 0.6210.

Next, in Chapter 4, we will investigate stack based tree algorithms to further improve

xiv



SUMMARY AND ORGANIZATION

the MST. Whereas part-and-try based algorithms postpone a part of a single collision
to the next collision resolution period (CRP), stack-based algorithms process collisions
entirely. In the standard information setting, with Poisson arrivals, postponing some
conflicts to the next collision resolution period turned out to be more efficient. Now,
we will see that stack based tree algorithms are more suitable for IC, as we are able to
construct an algorithm with an MST of 0.6620. Again, this result reduces if we want to
maintain a first-come-first-served (FCFS) order. In this case, the MST is only 0.6334.

The previous two chapters focused on the case where the number of signal memory
locations is only one. In Chapter 5, we will generalize this problem, and determine the
possible MST given k signal memory locations. These algorithms will be based on the
single signal memory location algorithms, where the remaining memory locations are used
as a form of cache. We will propose two possible cache policies. As we will see, taking k
equal to 5 already closely approximates the 0.6931 result for the infinite memory location
algorithm SICTA (the difference is less than 10−5). We will also determine the MSTs in
case an FCFS order is required. In this case, we will show how a careful choice of using
the signal memory locations also allows to achieve an MST arbitrarily close to 0.6931.

In Chapter 6, we will propose a single signal memory location tree algorithm, which
operates with free access, thus allowing new arrivals to be introduced during the reso-
lution of previous conflicts, without requiring the transmitters to continuously monitor
the channel during idle periods. Based on tree-like Quasi-Birth-Death (QBD) Markov
chains (MCs), we determine the stability of this algorithm for a wide variety of arrival
processes with matrix analytical methods; for Poisson arrivals this algorithm will obtain
an MST of 0.569.

Part II continues with feedback-based contention access, but the focus shifts towards
the analysis of a broader group of free access tree algorithms. Existing methods to assess
the MST of free access tree algorithms are either mathematically involved, or provide only
a limited precision (such as the matrix analytical method based on tree-like QBD MCs
used in the previous chapter). A new method to determine the stability of a large set of
free access tree algorithms is presented in Chapter 7. By translating tree algorithms into
multitype branching processes, results from branching theory can be used to determine
the stability. While the supported arrival processes are more limited than for the method
used in the previous chapter, still any independent and identically distributed (i.i.d.)
(with respect to slots) arrival process can be modeled. We will see that this method is
much more efficient, such that the MST can be determined to any precision desired. As
a result, we are able to verify known results from several tree algorithms, and analyze
several free access variants of existing blocked access tree algorithms. In effect, also the
MST of the algorithm proposed in the previous chapter can now be determined much
more precise.

Part III, consisting of Chapter 8, focuses on the second contention access problem,
where instead of having immediate feedback after each slot, we will consider a no-feedback
scenario. As a guaranteed successful transmission is hard to achieve, instead of having
an algorithm to resolve collisions, we want to achieve a high probability that a packet is
transmitted successfully. To do so, we will propose to transmit a packet several times.
However, unlike previous approaches where the individual slots to transmit are selected
randomly, we will propose to transmit in certain patterns. These patterns are directly
related with binary constant weight codes. We will describe two known methods to
construct these codes. The first method uses finite geometry, whereas the second uses

xv



cyclic balanced incomplete block designs (CBIBDs). Our proposed method is directly
applicable for fixed user population sizes, especially if the number of users matches the
number of produced codes. For lower population sizes, we propose a selection method,
which even increases the success probability. For larger populations, two combination
methods are proposed, which either consist of reusing codes, or the combination with
a random selection strategy. The success probability will be derived using exact closed
formulas, and compared to conducted simulations. These results show a significantly
higher success probability, compared to the random selection strategy, while maintaining
a fairly simple transmission scheme.

To conclude, we would like to inform the reader that the most innovative results of
this thesis can be found in Chapters 2, 7 and 8.
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Chapter 1

Introduction

1.1 Contention Access Feedback Model

Many networks relying on contention access require a certain guarantee on the delivery
of packets. Due to the very nature of contention access, a single transmission is not
sufficient to provide any guarantees, as it might collide with other users. If the receiver
can provide feedback after each transmission, the transmitters can react by attempting a
retransmission at some later time, until a positive feedback from the receiver is provided,
ensuring the guaranteed successful transmission of packets.

Much related work has been done in a standard informational theoretical setting, used
by a multitude of authors. This model contains the following four assumptions (see also
[16, 42, 3] for a detailed discussion):

S1. Slotted system: the channel is divided in fixed length time slots; each user is allowed
only to start transmitting at the beginning of a time slot; all packets have the same
length equal to one time slot.

S2. Error-free reception by the receiver: a slot is either received as an idle, success or a
collision slot, depending on whether zero, one or more packets are transmitted.

S3. Infinite population: there is an infinite set of users, generating packets that are
assumed to be unique.

S4. Error-free feedback: at the end of each slot, the receiver is assumed to provide
feedback to the transmitters. Typically, this feedback is binary (i.e., collision, no-
collision) or ternary (idle, success, collision), but other variations are possible.

The performance measure of our interest will be the maximum stable throughput
(MST), which measures the throughput of the channel. The MST can be defined as the
highest possible (Poisson) input rate for which a packet has a finite delay with probability
one. In this model, the highest known MST is 0.4878 [39]. Tsybakov and Likhanov
[50] showed that no protocol can be constructed which is stable for an input rate λ
over 0.568, under the standard model. If packets should arrive in an first-come-first-
served (FCFS) order, an even tighter bound of 0.4906 has been established by Loher
[32]. The 0.4878 MST realized under the standard model, has been exceeded in various
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AB

A
-

B

(a) Signals

AB A B

(b) Slots

Figure 1.1: Abstract illustration of interference cancellation: the signal of AB and A provides
enough information to construct the signal of B, by performing a subtraction. Thus, when a
collision takes place with A and B, only the retransmission of A is required; the slot with B can
be skipped.

manners by introducing additional mechanisms not available under the standard model.
For example, an additional control field with separate feedback [25] could provide an MST
of 0.56/(1 + r) with r the ratio of the length of the control field over the packet length.
Another technique to improve the MST is energy measurement [28]. If such a technique
allows collision multiplicity feedback, Pippenger [41] showed that the channel has capacity
1, i.e., a protocol exists that achieves an MST of 1. Later, Ruszinko and Vanroose [43]
confirmed this result by constructing such a protocol explicitly.

Another important advancement in improving the MST was the introduction of suc-
cessive interference cancellation (SIC). The key concept here is that now some additional
information can be retrieved from collisions, which was impossible in the standard model.
This information is based on the subtraction of signals, as illustrated by Figure 1.1. If
we take for example a collision of two users, it only requires the retransmission of either
one, to have both packets received correctly. This example inspired Yu and Giannakis
to construct the successive interference cancellation tree algorithm (SICTA), where they
combine a basic tree algorithm with SIC [59, 60]. They showed that SICTA was able
to achieve an MST as high as 0.6931. In a more practical DVB-RCS satellite network
context, IC was also used [7], showing that it is not merely a theoretical concept and an
iterative interference cancellation (IC) approach was employed to significantly improve a
random selection based contention resolution scheme. The idea was to transmit a packet
twice, in the hope that at least one of them was received successfully. IC could then
cancel the signal of the other packet out, which in turn may result in additional successes.

Let us now provide a more formal description of the SIC process. The following set
of assumptions will describe this mechanism (I1 to I6).

I1. Two signals can be combined by ‘adding’ them together. Consider two signals a
and b, where a consists of the combination of signals A1, . . . , Am, and b consists of
B1, . . . , Bn. We denote a+b as the addition IC operation, which results in the valid
signal of A1, . . . , Am, B1, . . . , Bn.

I2. An inverted signal (i.e., −a) can also be used as input for an IC operation. If both a
signal and its inverted variant are added, they will cancel each other out, resulting
in a zero signal.

I3. The output of an IC operation can be used as input for another IC operation; i.e.,
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successive IC is supported.

I4. The receiver has an unbounded storage for signals.

I5. An IC operation resulting in the zero signal (the result of a+ (−a)) is detected as
such.

I6. Given a signal S and a positive integer α, IC can detect whether S consists of a
single packet amplified by a factor α or not, and if so, can decode the packet.

Assumptions I1 and I2 were required in a combined form for the basic interference can-
cellation (SICTA did not require I1 on its own). This operation is defined as the IC
subtraction operation a − b := a + (−b). Combined with assumption I3, the basic SIC
operation is defined. I4 was also required by SICTA, since the number of tree splits (and
thus the number of required storage positions) is unbounded. The detection of an empty,
or a success in the right branch requires assumptions I5 and I6, except that in SICTA the
factor α in I6 equals 1. Hence, the difference with SICTA consists solely of also accepting
amplified packets (by a known factor α). The combination of I1, I2, I3 and I4 enables
IC to obtain any linear combination of the form αa+ βb, with α and β integers, a and b
signals.

During this thesis, we will refer to this model several times. For most algorithms, only
a subset of these assumptions will be required. Additionally, we will sometimes require
the following assumption:

I7. Each message is accompanied with a single bit, indicating whether the message is
transmitted for the first time. In case of a successful slot, this allows the receiver
to distinguish between a new transmission and a retransmission. The field carrying
this bit is not used by the IC operation; otherwise, a retransmitted signal would
differ from the first transmission attempt.

A similar control bit/field (or mini-slot) as in this assumption I7 was proposed in [25]—
resulting in six possible slot outcomes—to realize a throughput above the celebrated
0.4878 FCFS algorithm [3]. An extension with multiple control bits was also proposed
by Towsley [47], when a single slot consists of g ≥ 2 control minislots and one data slot
(with a length equal to one packet) .

1.2 Tree Algorithms

Tree algorithms were the first algorithms with a provable MST above zero. This class of
feedback-based random access algorithms was introduced in the late 1970s by Capetanakis
[6] and Tsybakov, Mikhailov and Vvedenskaya [51]. Therefore, they are sometimes re-
ferred to as Capetanakis, Tsybakov and Mikhailov (CTM) or CTMV algorithms. Af-
terward new tree algorithms were developed with MSTs as high as 0.4878 using the
standard information theoretical contention access model. During the development of
the 802.14 standard [20, 19] for HFC networks, tree algorithms have been recognized as
important (if not, superior) contenders. However, the 802.14 standardization process was
prematurely terminated by the introduction of the Data Over Cable Service Interface
Specification (DOCSIS) standard.
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1.2.1 Channel Access Protocol

A random access protocol typically consists of two components: the channel access
protocol (CAP) and the collision resolution algorithm (CRA). The CAP specifies the
rules that users need to follow when transmitting a packet for the first time. The CRA
corresponds to the algorithm all users must use to resolve collisions. Several CAPs ex-
ist; we will be using free access, windowed access and gated access. The last two are
commonly referred to as blocked access.

Free access is the easiest and cheapest CAP, as new packets may be transmitted
without any further delay (on the slot boundaries). Unlike many other CAPs, the free
access CAP does not require the users to continuously monitor the channel. Once a
packet becomes ready, it can be immediately transmitted, after which the transmitter
starts monitoring the channel, until the packet is successfully transmitted.

When gated access is used, an initial collision of n stations causes all subsequent
new arrivals to postpone their first transmission attempt until the n initial stations have
resolved their collision. The time elapsed from the initial collision until the point where
the n stations have transmitted successfully is called the collision resolution period (CRP).
Suppose that m new packets are generated during the CRP. Then, a new CRP starts
(with m participants) when the previous CRP (with n stations involved) ends. In short,
when the gated access mode is used new arrivals are blocked until the CRP during which
they arrived has ended. They will participate in the next CRP.

Finally, windowed (or grouped) access works as follows. Suppose that the random
access scheme is activated at time k = 0. The unit of time is defined as the length of a
slot, so that the i-th transmission slot is the time interval (i, i+1]. A second time increment
α0 is chosen and the i-th arrival window is defined as the time interval (iα0, iα0 +α0] (α0

is not necessarily an integer value). The first transmission rule used by this algorithm is
as follows: transmit a new packet that arrived during the i-th arrival window in the first
“utilizable” slot following the CRP that resolves the packets belonging to the (i − 1)-th
arrival window. The modifier “utilizable” reflects the fact that the CRP of the (i− 1)-th
arrival window might end before the i-th arrival window itself has ended. If so, a number
of transmission slots is skipped until the i-th arrival window ends. One could improve
the algorithm by shortening the i-th arrival window. This complicates the analysis and
has no influence on the MST [3].

In both these blocked access cases (some of) the ongoing conflicts on the channel need
to be resolved before new packets are allowed to access the channel, implying that some
channel monitoring is required even when users are inactive. All known algorithms with
an MST close to 0.4878 require some form of channel monitoring, while the highest known
MST for a free access algorithm is only 0.4076 [42] (under the standard model).

1.2.2 Standard Tree Algorithm

The basic principle of a binary tree algorithm exists in resolving collisions by splitting the
group of colliding users recursively, until each user receives his own slot. More specifically,
suppose we have an initial collision slot with n > 1 users. Each of the n users, typically
by means of a coin flip, chooses either group A or group B (sometimes referred to as the
left or right group respectively). In the next slot, only group A is allowed to retransmit,
while group B has to wait until A is completely resolved. Indeed, if A contains more than
one user, we still have a collision; therefore group A splits again into two subgroups.
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(c) Resolution tree

Figure 1.2: Illustration of the free access binary tree algorithm, applied on an initial collision of
three users. Each active user maintains a counter, that reflects the number of (possibly empty)
groups that need to be resolved until retransmission. This process is often visualized using a tree,
providing an overview of the splitting decisions; a depth-first, left-to-right traversal of this tree
corresponds with the transmission sequence.

Typically, fair coins are considered; however, in some cases biased coins can provide a
slightly higher MST. The probability of choosing group A is typically represented by p,
i.e., the case of fair coins corresponds to p = 0.5. Sometimes, instead of flipping a coin,
the individual bits of the packet arrival timestamp are used. In this case, a collision of n
packets belonging to the same window of length α0 will cause the set of colliding packets
to split into two groups by partitioning the length α0 arrival window into two windows
of length pα0 and (1 − p)α0 (with 0 < p < 1), respectively. The first group of colliding
packets then consists of all the packets that arrived during the first (length pα0) window,
while the remaining packets that arrived in the second (size (1 − p)α0) window join the
second group. Additional random bits could be added if the timestamps do not contain
enough precision. As we will see later, using timestamps naturally allows the packets to
arrive in an FCFS order. Other sources for the (simulated) random choices include the
bits of a media access control (MAC) address, in case of a finite population, since this
number is supposed to be unique for each user.

The algorithmic solution to have the second group B wait, relies on the use of counters.
Once a user becomes active, it maintains a counter which reflects the number of (possibly
empty) groups that need to be resolved until (re)transmission. After becoming active, this
counter is initialized at zero, meaning the user may transmit immediately (if we consider
free access algorithms). A user that transmits successfully becomes inactive; otherwise
his counter is either set to zero or one, depending on the outcome of the coin flip. When
an active user who did not transmit (i.e., with a counter > 0) receives feedback that
indicates that a conflict occurred on the channel, his counter is increased by one (as one
of the groups that needs to be resolved first is split into two groups); while a success or
idle slot decreases his counter by one (as one group got resolved). Each conflict and the
associated group splits can be visualized using a tree. An illustration of this process is
provided by Figure 1.2, in case of free access, while 1.3 contains an example for blocked
access.
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(a) Resolution Tree

ABC
DEF BCF BCF C BF F B ADEADE A DE D EBasic:

ABC
DEF BCF BCF C BF F B ADEADE A DE D EMod:

(b) Slots

Figure 1.3: Comparison of the basic and modified tree algorithms in blocked access, where the
collision of six users A, B, C, D, E and F transmitting simultaneously in the first slot, is resolved.
The modified algorithm allows us to skip 1 slot, as indicated.

The q-ary algorithm is a generalization of the binary one, where the group of colliding
users split in q ≥ 2 groups. Active users that did not transmit increment their counter
by q − 1 when a collision occurs, as q − 1 extra groups are created.

1.2.3 Modified Tree Algorithm

In the standard q-ary tree algorithm, c ≥ 2 users involved in a collision might all select
the last group to retransmit. If the feedback allows us to distinguish between an idle slot
and a success, we could easily detect this situation, whenever a collision is followed by a
series of q− 1 idle slots. As the next slot is guaranteed to hold a collision, this group can
be split immediately (i.e., the collision slot can be skipped). For example in Figure 1.3,
one slot can be skipped. This modification was proposed by Massey [33] and others.

1.2.4 The 0.4871 FCFS Part-and-try Splitting Algorithm

The celebrated 0.4871 FCFS splitting algorithm [3] determines the users who are allowed
to transmit next based on the arrival time of their packet ready for transmission. This
algorithm typically operates with a windowed access CAP (see Section 1.2.1). The FCFS
algorithm adds two important improvements to the basic tree algorithm. First, similar
to the modified tree algorithm, if a first group is empty (and thus resolved in one slot),
we can immediately split the second group as it is certain to hold a collision. Second, if
the first group, corresponding to some length 2−iα0 window, holds a collision, we know
nothing about the size of the second group, as such the window of the second group is
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Figure 1.4: Illustration of the 0.4871 part-and-try algorithm. The gray slot is skipped.
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postponed to the next CRP and all the subsequent initial size α0 windows are shifted
forward by 2−iα0. This process is sometimes referred to as tree pruning.

As this algorithm operates in windowed access, users need to keep track of an interval,
which indicates when a user is allowed to transmit, which we will refer to as the allocation
interval. Therefore, at any time k, three values are used: T (k), α(k) and σ(k). T (k)
indicates the start of the current allocation interval; users who generated their packet
during this interval are allowed to transmit at time k. All packets generated before time
T (k) have been transmitted successfully. The length of the allocation interval is α(k).
For all initial windows (IWs), i.e., the allocation interval of a new CRP, it is set equal to
the minimum of α0, a protocol parameter, and k−T (k) (such that the allocation window
does not exceed time k). The last value σ(k) indicates whether the allocation window is
a left (L) or a right (R) branch in the splitting tree, where for an IW we set σ(k) equal
to R.

When σ(k) = R, the packets generated in the time interval (T (k) +α(k), k], which we
call the waiting window, must wait for the next IW. If there is no collision in an R window,
a new IW is started, otherwise the R window w is split into an L and R window both having
half the size of w and the L window becomes the allocation window. When σ(k) = L, the
interval (T (k), k] consists of the allocation window (T (k), T (k) +α(k)], its corresponding
R window (T (k) +α(k), T (k) + 2α(k)] and the waiting window (T (k) + 2α(k), k], holding
arrivals that must wait for the next IW. Thus, at all times, there is at most one R window.
When an L window holds a collision it will split in a smaller L and R window, while the
corresponding larger R window becomes part of the waiting window. The logic behind
this approach is that when an L window holds a collision, we have no information at all
about its corresponding R window (which was part of the same collision), therefore there
is no use in treating it separately.

The operation of this algorithm, which is illustrated in Figure 1.4, can be summarized
as follows. If the current slot at time k − 1 holds a collision, we have

T (k) = T (k − 1),

α(k) =
α(k − 1)

2
,

σ(k) = L. (1.1)

If it holds a success and σ(k − 1) = L, we continue with the R window

T (k) = T (k − 1) + α(k − 1),
α(k) = α(k − 1),
σ(k) = R. (1.2)

When it is empty and σ(k − 1) = L, we know that the R window must hold a collision,
so this window is split immediately

T (k) = T (k − 1) + α(k − 1),

α(k) =
α(k − 1)

2
,

σ(k) = L. (1.3)

While if there was a success (or empty slot) with σ(k − 1) = R, we initiate a new initial
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Conditions Actions
Feedback σ(k − 1) T (k) α(k) σ(k)
C L or R T (k − 1) α(k−1)

2 L
S L T (k − 1) + α(k − 1) α(k − 1) R
I L T (k − 1) + α(k − 1) α(k−1)

2 L
S,I R T (k − 1) + α(k − 1) min(α0, k − T (k)) R

Table 1.1: User action table for the 0.4871 part-and-try algorithm. A collision, success and idle
slot are represented by C, S and I respectively.

window:

T (k) = T (k − 1) + α(k − 1),
α(k) = min(α0, k − T (k)),
σ(k) = R. (1.4)

Table 1.1 provides a summary of the actions each user has to take, based on the
feedback.

This algorithm can be adapted such that all IWs have a length of α0, by leaving the
channel idle during the interval (k, T (k) + α0] in case T (k) + α0 > k, i.e., k− T (k) < α0.
The MST of 0.4871 is not affected by this modification and simplifies its analysis. The
same simplifications will be used for the analysis of the part-and-try based algorithms.

Two improvements have been suggested to increase the MST of this algorithm. Mosely
showed [39] that by splitting the interval into two non-equal sizes may increase the MST
up to 0.4878. A second, smaller improvement was made by Vvedenskaya [55]; there, the
idea was that a collision in a very small interval consists most likely of only two packets.
Therefore, whenever the splitting process revealed the first packet, the transmission of
the other packet was immediately combined with a small fraction of the next CRP.

1.2.5 The 0.6931 SICTA Algorithm

The 0.6931 SICTA algorithm [59, 60] is conceptually identical to the basic tree algorithm,
applied to windowed or gated access. As illustrated by Figure 1.5, each CRP is resolved,
by recursively splitting the collision tree. SICTA achieves its high MST, by combining
SIC with an (theoretically) unlimited amount of memory to store the signals of previous
collisions. A motivating example consists of a collision of two packets, which requires
only the transmission of the initial collision, and one single packet; the other packet can
be recovered by SIC. The same reasoning can be applied to the entire collision tree;
indeed, the signal of every right branch can be obtained by subtracting the signal of
the corresponding left branch from the common parent node (the signal of which may
also be the result of an IC operation, hence the name successive IC). A (theoretically)
unlimited number of signal memory locations is required, since a collision may require an
unbounded number of splitting decisions; during this process, each decoded right branch,
which cannot be resolved immediately, has to be stored for later conflict resolution. As
such, IC assumptions I1− I5 are required (see Section 1.1).

If we ignore the root node, only half the number of slots are required to resolve a
conflict, compared to the basic tree algorithm with gated access. As a result, for gated
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Figure 1.5: The SICTA algorithm in blocked access; the gray slots indicate the skipped slots.
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access an MST as high as 0.6931 can be obtained (which is twice the MST of 0.3465
achieved by the basic tree algorithm with gated access). When combined with windowed
access, the larger the initial window is chosen, the higher the achievable MST becomes,
as illustrated by Figure 1.6, which is in contrast to the basic algorithm without IC.
Effectively, SICTA performs optimal when the initial window is infinitely large, which
corresponds to gated access.

Due to its very nature, SICTA is designed to run with a blocked access CAP, in order
to skip every right child in the contention tree, since the “subtraction” of the signal of its
sibling from the previous conflict (its parent) provides its contents anyway. Combining
SICTA with free access would prevent us from assuming that every second subset can
be skipped. Indeed, new arrivals may add to existing collisions, resulting in wrongly
predicted signals, provided by IC.
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Chapter 2

Capacity of the Channel

The SICTA algorithm was shown to achieve an MST of ln(2) ∼= 0.6931 [59, 60]. Up until
recently, it was unknown whether this value is also an upper bound for the capacity of the
SIC random access channel [60]. In this chapter, we address this issue, by describing a
random access protocol operating on an almost identical channel as used by SICTA (there
are some very mild, additional assumptions), achieving an MST of 1. We will deal both
with the infinite user population model, as well as with the finite one. We note that only
the algorithm for the finite user case will possess a low time complexity. The infinite user
algorithm does not allow us to upper bound the required processing speed (operations
per time slot) as the finite amount of work associated with a length m conflict resolution
period is not a linear function of m; this implies that this contribution is mostly of a
theoretical nature.

2.1 Infinite Population

The main idea of our proposed infinite user population algorithm will be to resolve a size
N conflict by collecting enough (≥ N) linear combinations of these N packets, such that
these N individual packets can be extracted by identifying a subset of N linear inde-
pendent signals. There is some resemblance with the wireless multiple access algorithms
introduced in [48, 61]. These algorithms are capable of resolving a conflict of K users
through source separation techniques. More specifically, each of the K users retransmits
its packet in every subsequent slot as long as the base station does not announce the end
of the current CRP. The network diversity multiple access (NDMA) algorithm of [48]
resolves the conflict in K slots, by detecting the conflict multiplicity during the very first
transmission via orthogonal identification codes. Next, it waits for another K−1 retrans-
missions of the same K packets and retrieves the packets from the K transmissions using
source separation techniques. The limiting use of the orthogonal codes of [48] for larger
populations is avoided in [61], by a tight phase control of the retransmitted packets, such
that the channel-mixing matrix has a Vandermonde structure. The main difference with
our work, is that NDMA focuses on very specific signal processing techniques and relies on
induced differences between each user, prohibiting infinite populations. Our work focuses
on the infinite user model, where each user is identical, except for the random choices
made at each slot. Also, the packets are decoded using the abstract concept of signal
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subtraction/addition and we do not have a mechanism available for detecting the conflict
multiplicity at the start of the CRP.

2.1.1 An MST 1 algorithm

For the algorithm we will now introduce, we require assumptions I1 − I6 (see Section
1.1). The channel access protocol we will be using is gated access. As such, there is no
need to restrict ourselves to default Poisson (or Bernoulli) arrivals (see [11, Theorem 8]).
Also, the feedback is not required to be immediate; as we will see, (bounded) delayed
feedback will not influence the MST.

The following simple rule will be the core of our algorithm. Once a CRP has started,
each user participating in the CRP, transmits its packet with probability 1/2. This be-
havior is repeated for each of the subsequent slots, until a SUCCESS feedback is issued
by the receiver. This feedback indicates that all packets have been successfully decoded,
which terminates the CRP. For N large, this rule will often result in a sequence of col-
lisions, as the probability of having 0 or 1 transmissions in a single slot is small for N
large. Nonetheless, as we will see, a brute-force-like search through all possible IC combi-
nations on the signals received thus far may provide the receiver with enough information
to decode all packets belonging to a CRP.

There is one exception to this transmission rule: at the start of each CRP we require
that all users transmit their packet. The most important reason for this rule is that we
need to be able to detect whether all the packets participating in the current CRP have
been decoded from the transmitted signals. Otherwise if some user with a packet ready
does not transmit its packet while enough signals have been transmitted to decode all
the remaining packets, it is impossible (without any additional mechanism) to detect its
presence in the current CRP. This would result in a preliminary termination of the CRP.
A second, additional advantage of this rule is that the first signal in the CRP is guaranteed
to be nonempty unless the CRP contains no users, meaning after the first slot, we already
have one linear independent signal available. The case where the current CRP contains
no users can be easily detected by the occurrence of the empty signal in this first slot. In
this case, the current CRP can be terminated and the SUCCESS feedback can be issued
immediately.

Once enough signals have been transmitted in a nonempty CRP, the job of the receiver
will consist of decoding the individual packets out of the transmitted signals, and based
on this, issue a SUCCESS feedback to the terminals. We will now describe the decision
and decoding process. The proposed procedure is by no means an optimal one and its
time complexity clearly forbids a direct practical implementation. As we focus on the
theoretical bound, it suffices that the amount of work required in each step is finite.

Consider a CRP consisting of N users, with N obviously unknown. With the i-th
transmitted signal, we associate a signal column vector si ∈ RN . The j-th entry of si is
either 1 or 0, depending on the fact whether the j-th user has transmitted its packet in
slot i or not. If a signal vector si contains exactly one entry equal to 1, we can associate
it with a single, successfully received packet.

To describe the decoding process, suppose m ≥ N slots have occurred thus far in
the current CRP. Further, suppose N of these m signals correspond to a set of N linear
independent signal vectors si1 , . . . , siN , with 1 = i1 < i2 < . . . < iN = m. Now, define M
as the N ×N matrix having sik as its k-th column. As M consists of linear independent
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CHAPTER 2. CAPACITY OF THE CHANNEL

columns, M is invertible. Assume for now that the inverted matrix contains only integer
numbers, then we can directly decode each of the N packets from the signals si1 , . . . , siN ,
provided that we somehow know N , the indices i2 to iN−1 and their corresponding matrix
M (clearly, we do not know any of these when running the algorithm).

For example, consider a CRP with N = 3 users and denote their packets as A, B and
C. Suppose the following signals si1 = s1 = ABC, si2 = s3 = AB and si3 = s4 = AC are
transmitted in slot i1 = 1, i2 = 3 and i3 = 4, respectively. The corresponding matrix M
becomes:

M =

 1 1 1
1 1 0
1 0 1


with

M−1 =

 −1 1 1
1 0 −1
1 −1 0

 .

Thus, to recover the individual packets, we can combine the signals as follows: (M−1)1,1si1+
(M−1)2,1si2 + (M−1)3,1si3 = −ABC+AB+AC = A, while B and C can be obtained by
ABC − AC and ABC − AB respectively. In other words, the columns of M−1 provide
us with the required coefficients of the linear combinations needed by the IC mechanism.

If the inverted matrix contains rational numbers (it cannot hold irrational ones as M is
a binary matrix), this procedure cannot be applied directly, as taking fractions of signals
is not allowed by our assumptions. However, if we multiply each element of the inverted
matrix M−1 by the determinant |M |, we see that all fractions become integers. Hence, if
we use the columns of the matrix |M |M−1 as the coefficients of the linear combinations
used by the IC mechanism, we end up with a set of N different packets each amplified
by a factor |M | as M(|M |M−1) equals |M | times the identity matrix. This causes no
problems for our decoding process, as we assumed that a packet can be decoded if it is
amplified by a known factor (I6), by taking |M |, a known number, as the known factor
α.

To resolve the problem of the unknowns N , i2, . . . , iN−1 and M , we propose a brute-
force solution. After every transmission in a CRP, we will try out all possible values for
each of these unknowns. As only a finite number of possibilities exists, this will result
in a finite amount of work required at the end of each time slot. Suppose, the m-th slot
of a CRP just occurred. The N values that we need to explore are N = 2, . . . ,m, as
N = 1 would be detected in the very first slot, since all users are required to transmit
in the first slot. To determine the indices i2, . . . , iN−1, for each N = 2 to m, we try all
possible subsets of size N − 2 out of m− 2. For each N value and set of indices i1 to iN ,
we need to construct the matrix |M | ·M−1 in some manner. As it seems impossible to
retrieve M from the signals si1 , . . . , siN , we simply try all possible invertible, binary, size
N matrices M as well (their number is also finite in m). Note, the computational effort to
generate all possible N , i2, . . . , iN−1 indices and M matrices is therefore finite in m. By
forming the N linear combinations that correspond to the N columns of |M | ·M−1, we
can check whether a set of N packets can be decoded. If this never occurs for all possible
N = 2, . . . ,m values, i2, . . . , iN−1 ⊆ {2, . . . ,m − 1} indices and M matrices, we do not
issue the SUCCESS feedback. Remark, decoding the signals si1 , . . . , siN into a series of
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N different packets is sufficient to issue a SUCCESS message and end the CRP, if the
combination of all the decoded signals matches the signal si1 = s1 (which contains all
the user packets). Indeed, multiple solutions for i2, . . . , iN−1 and M can exist, but still
lead to the same N distinguishable packet signals. For instance, if P is any permutation
matrix, then PMP t (with P t the transposed of P ) results in the same set of N signals
(also amplified by |M | as |P | = |P t| = ±1), but the signals are in a different order.

2.1.2 Performance Analysis

To analyze the MST of a gated access random access algorithm, we first need to determine
the mean time L̂N to resolve a collision of N initial colliders. We saw that the i-th slot can
be associated with a signal vector si. Therefore, we only require that N linear independent
signals vectors si1 , . . . , siN have been transmitted. After this, the corresponding matrix
M is found by our brute-force procedure and the current CRP is resolved.

First, we determine the probability pk of having a new, linear independent signal
vector, given that 0 < k < N linear independent signal vectors si1 , . . . , sik were already
transmitted in the current CRP:

pk ≥
2N − 2k

2N
= 1− 2k−N , (2.1)

as out of the 2N possible signal vectors, we can construct at most 2k signal vectors as linear
combinations of the k linear independent signal vectors si1 , . . . , sik (as any k-dimensional
subspace of RN intersects the corner points of the N -dimensional cube formed by the 2N

binary vectors in RN in at most 2k points). Since each station transmits in every slot
with probability 1/2, each vector is equally likely to occur, yielding the formula above.

It will take 1/pk slots on average to go from k > 0 linear independent vectors to
k + 1; the first linear independent vector is already found in the first slot, as we require
all stations to transmit in this first slot. As such, we find that L̂N can be bounded as
follows:

L̂N ≤ 1 +
N−1∑
k=1

1
1− 2k−N

= N +
N−1∑
j=1

1
2j − 1

. (2.2)

To demonstrate the impact of the upper bound on L̂N , we have plotted both N/L̂N and
the resulting lower bound on N/L̂N in Figure 2.1. The actual values for N/L̂N were
obtained by simulations; for each 0 < N ≤ 25, 106 CRPs with randomly chosen signal
vectors were simulated. We observe that our algorithm performs even significantly better
than the proposed lower bound, except for N < 4, where both values coincide.

To determine the MST for this blocked access protocol, we need to analyze N/L̂N , as
N tends to infinity. We first observe that

lim
N→+∞

N−1∑
j=1

1
2j − 1

= Eb = 1.606695 . . . , (2.3)

with Eb the Erdős-Borwein constant [29]. Notice, this is an amazing result, as it indicates
that the average length of a CRP containing N users is upper bounded by N + 1.606695
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Figure 2.1: Illustration of the efficiency of resolving CRPs, as a function of the number of
initial colliders N .

slots. As such,

1 ≥ lim inf
N→+∞

N

L̂N
≥ lim
N→+∞

N

N +
∑N−1
j=1

1
2j−1

= 1. (2.4)

This proves that the algorithm is stable for any λ < 1, as λ < 1 = lim infN→+∞
NbLN

[11]. Furthermore, an additional (bounded) delay on the SUCCESS feedback does not
influence the MST, as it becomes negligible compared to N when N becomes large.

2.2 Finite Population

Thus far, we showed that the IC channel is capable of achieving an MST of 1. An
algorithm, achieving this MST, was used to support this result. While this algorithm
was able to support an infinite population, its time complexity was too high to be put
in practice. Indeed, these results also hold for the finite population model. In this case,
we can construct even a more simple and practical algorithm, which is stable for arrivals
rates up to 1. For this, we construct a deterministic SICTA algorithm, which will require
a finite number of signal memory locations, proportionaly to the number of users N .
This algorithm is based on the well known deterministic tree algorithm [18], which we
will briefly discuss in the next section.

2.2.1 Deterministic Splitting

In the standard model, a finite population can significantly improve the possible through-
put. If we take for example the basic binary tree algorithm running in gated access, we
saw that in the infinite population model, the algorithm is stable for arrival rates up
to the MST of 0.3465 [18]. Higher arrival rates cause the number of waiting packets to
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increase without bounds, as well as the number of waiting users (it was assumed that
each user generates only one packet).

However, if the population size is fixed, the number of waiting users is bounded by N .
The deterministic tree algorithm [18] exploits this bounded number of users, by assigning
a unique number to each user. Instead of relying on a coin flip, or on the arrival time
(as is typically done in the infinite user model), the tree splitting operation is now based
on this unique number. If we consider the population size N to be a power of two (other
population sizes can be addressed analogue), it suffices that each user has a binary string
of log2N bits. These bits can then be used, starting with the lowest significant bit for
the first splitting decision, and continuing with higher significant bits for the following
splitting decisions. This ensures that the splitting tree is never more than log2N levels
deep.

The deterministic tree algorithm operates very similar to the standard, randomized
tree algorithm when the arrival rate remains below the MST. For higher arrival rates,
the finite population size turns out to be highly beneficial. Any collision tree can only
contain at most N users; as each user has a unique splitting process of log2N , we see
that any collision is solved in at most 2N − 1 slots (see also Figure 2.2A). Now, since the
stability of gated access systems can be determined by the asymptotic behaviour of this
time, it can be concluded that arrival rates up N/(2N − 1) are stable. As N gets large,
this expression tends to 0.5.

2.2.2 Deterministic SICTA

To improve this result with IC, let us start with the SICTA algorithm, operating in gated
access. As such, we require assumptions I1− I3 and I5. However, instead of relying on
a coin flip for splitting groups, we let the splitting decision depend on a user’s unique bit
string, identical as in the deterministic tree algorithm.

If we now analyze this algorithm, as each user tends to have a packet waiting, we get
the same deterministic tree as in Figure 2.2A. However, thanks to the IC, a significantly
number of slots can be skipped: similar to SICTA, the signal of every right child can be
obtained by subtracting the left child’s signal from their common parent’s signal. Indeed,
in this tree, as shown by Figure 2.2B, up to N − 1 slots can be skipped. As such, a
collision is now always solved in at most N slots. Indeed, this leads to a stable system
for all arival rates up to 1.

2.3 Conclusion

In this chapter, we explored the bounds of the contention channel with IC. We showed
that this channel has the potential of supporting arrivals rates arbitrarily close to 1, both
for the finite and infinite population case. Both results were based on the construction of
algorithms, which were shown to be stable for all arrival rates below 1. While the limited
time and memory requirements for the algorithm for finite populations is certainly a
noticeable result, the infinite population model still requires algorithms which are practical
in terms of their required time and memory complexity.
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Figure 2.2: Illustration of the basic and IC capable dynamic tree algorithm with four users. The
gray slots are skipped.
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Chapter 3

Part-and-try Based Algorithms

In this chapter we propose and analyze four novel tree algorithms that both have the
single signal memory location limitation, i.e., only a single (collision) signal can be stored
at any given time. As such, we require assumptions I1 − 3 and I5 (see Section 1.1),
except for the first algorithm, which will only require I1 − 3. These four algorithms are
based on the well known part-and-try algorithm, as introduced in Section 1.2.4, which is
currently known to achieve the highest MST in the classical non-IC model. As such, these
algorithms operate with windowed access. Part-and-try algorithms easily allow packets
to arrive in an FCFS order. Even though higher throughputs are possible if we relax this
requirement, we will see that this property can be maintained.

The first algorithm we will introduce will only cancel successful transmissions from the
stored signal (if any) to gather information about the second group and achieves an MST
of 0.6048. The second algorithm also cancels the collision signals and uses the information
revealed by these cancellations to further increase the MST to 0.6365, however at the cost
of losing the FCFS property. The third algorithm reintroduces this FCFS property by
altering the second algorithm, ending up with an MST of 0.6173. Eventually, using an
additional modification a slightly higher MST can be obtained, which is described in the
fourth and last algorithm. This algorithm achieves an MST of 0.6210.

3.1 A 0.6048 FCFS Algorithm with Success Cancella-
tion

The first of the four proposed algorithms is very similar to the original part-and-try
algorithm, as introduced in Section 1.2.4. To improve the MST, our algorithm will exploit
the IC mechanism by retrieving the content of the R window, whenever its corresponding
L window holds a success. Thus, the single memory location always stores the signal of
the last unsuccessful transmission. Indeed, if the single memory location contains a signal
at time k and the slot (k, k+ 1] corresponds to some arrival window (T (k), T (k) + 2−iα0]
(α0 and T (k) as defined in Section 1.2), the stored signal will correspond to the collision
signal of the arrival window (T (k), T (k) + 2−(i−1)].

If the content of the R window does not hold a collision, we can immediately skip the
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3.1. A 0.6048 FCFS ALGORITHM WITH SUCCESS CANCELLATION

Conditions Actions
Feedback IC σ(k − 1) T (k) α(k) σ(k)
C T (k − 1) α(k−1)

2 L
S I,S L T (k − 1 ) + 2α(k − 1 ) min(α0 , k − T (k)) R
S C L T (k − 1) + α(k − 1) α(k−1)

2 L
I L T (k − 1) + α(k − 1) α(k−1)

2 L
S,I R T (k − 1) + α(k − 1) min(α0, k − T (k)) R

Table 3.1: Action table for the 0.6048 algorithm, depending on the feedback, the IC result and
previous state.

R window as well, meaning (1.2) changes to

T (k) = T (k − 1) + 2α(k − 1),
α(k) = min(α0, k − T (k)),
σ(k) = R, (3.1)

when the IC operation reveals either an empty or successful slot in the R window. Oth-
erwise, the R window holds a collision, meaning we can immediately split it

T (k) = T (k − 1) + α(k − 1),

α(k) =
α(k − 1)

2
,

σ(k) = L. (3.2)

A summary is provided in Table 3.1 As shown by Figure 3.1 and Table 3.1, the only
R windows that correspond to an actual transmission on the channel in this adapted
algorithm are the initial windows, all other allocation windows correspond to an L window.
This property makes it very easy to determine the MST as we shall see next.

Performance Analysis

We denote the system state at time k as i, if the slot at time k is the i-th slot following
the last initial window, for i ≥ 0. Thus, for i = 0, the current allocation window is an
R window, while for all other i values, it is an L window. Denote pi,j as the probability
that the system state makes a transition from state i at time k to state j at time k + 1.
Assuming Poisson arrivals with rate λ and defining Gi = 2−iλα0, we have

p0,0 = (1 +G0)e−G0 ,

as 0 or 1 arrivals in the initial R window results in a new initial window (see (1.4)).
Otherwise, an initial slot is followed by an L slot, thus p0,1 = 1− p0,0. For i > 0, we have

pi,0 =
(Gie−Gi)(Gie−Gi)

(1− (1 +Gi−1)e−Gi−1)
=

G2
i

e2Gi − (1 + 2Gi)
,

as the stored signal of the size 2−(i−1)α0 slot must hold two packets and one of them is
located in the current L window (see (3.1)). In all other cases, the system state i will
change to state i+ 1, meaning pi,i+1 = 1− pi,0.
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Figure 3.1: Illustration of the 0.6048 FCFS tree algorithm with success cancellation.
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3.2. A 0.6365 ALGORITHM WITH COLLISION CANCELLATION

By definition, a CRP initialized by an (initial) R window contains the R window itself
followed by all the L windows until the start of the next (initial) R window. Let E{k}
denote the mean time needed to resolve a CRP (in slots), then

E{k} =
∞∑
i=0

Pr[CRP length > i slots] = 1 +
∞∑
i=1

pi,

where pi denotes the probability that the CRP lasts more than i slots, i.e., that state i
is visited before the CRP ends, meaning pi = p0,1

(∏i−1
j=1 pj,j+1

)
= pi−1(1 − pi−1,0), for

i > 0. Thus, E{k} can be evaluated very easily as the terms of this summation rapidly
decrease to zero.

Let E{f} be the fraction of the initial size α0 window that is shifted to the waiting
window during the CRP due to possible collisions in the L windows of the CRP. The
fraction lost for a collision in the i-th L window is 2−i, yielding

E{f} =
∞∑
i=1

2−ipi
1− (1 +Gi)e−Gi

1− (1 +Gi−1)e−Gi−1
,

where the fraction gives the probability that the i-th L window holds a collision given
that the (i− 1)-th L window held a collision.

In order to have a stable system, the average length E{k} of a CRP must be less than
the average distance that the starting point of the allocation window advances between
two (initial) R windows, which equals α0(1− E{f}). We can rewrite this as

λ <
(λα0)(1− E{f})

E{k}
,

where the right hand side of this equation is a function f of λα0. By numerically maxi-
mizing this function, denoting xmax as the point in which the maximum is reached and
f(xmax) as the maximum value, we obtain the highest possible MST λmax by setting
α0 = xmax/f(xmax). For the function above, the maximum is reached in λα0 = 1.613,
resulting in α0 = 2.666 and λmax = 0.6048 (with E{f} = 0.1355 and E{k} = 2.3053).
These values have also been confirmed using simulation experiments.

Remark: The following approach is very effective when verifying the stability of this
algorithm by simulation. Assume that the start of the current allocation window equals
T , meaning all packets generated in (0, T ] have been received correctly. Let S be the
number of slots used to resolve the interval (0, T ], without taking into account the idle
periods inserted whenever T (k) exceeded k. Stability implies that S − T will decrease to
minus infinity (due to the recurrent presence of the idle periods), otherwise S − T will
increase to plus infinity.

3.2 A 0.6365 Algorithm with Collision Cancellation

In the previous section we indicated how to benefit from a successful transmission that
follows a collision. When a collision is followed by an empty slot, there is nothing to
cancel and we use the standard approach given by (1.3). However, when a collision c
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Figure 3.2: Illustration of the 0.6365 tree algorithm with success and collision cancellation.

is followed by another collision cL (in an L window), we can retrieve information about
the R window that becomes part of the waiting window due to the cL collision. That is,
we know whether this R window holds zero, one or more packets. Notice that whenever
the R window holds a single packet, it can be retrieved from the cancellation operation.
However, this causes the packet to be out-of-order. Thus, this algorithm is not FCFS.
When the R window holds more than one packet, we cannot store the signal obtained
from the cancellation as we use the single memory location to store the cL signal.

In order to keep the operation of the algorithm simple, we will only exploit the infor-
mation about the last, if any, R window that became part of the waiting window during
a CRP, meaning we even ignore some successes. Thus, during a CRP, we keep track of
the size αR of the last postponed R window and whether this window held one or more
packets. When a CRP ends at time k, the algorithm works as follows (see Figure 3.2):

• If the last postponed R window contained a collision, the next initial window is no
longer of length min(α0, k− T (k)), but has length αR < min(α0, k− T (k)). Hence,
the new CRP will start with a collision (in order to retrieve the collision signal of
the last postponed R window).

• If the last postponed R window was successful or empty, we can immediately advance
the start T (k) of the allocation window by another αR as the possible success in
this R window was already obtained from the cancellation operation.
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3.2. A 0.6365 ALGORITHM WITH COLLISION CANCELLATION

Conditions Actions
FB IC γ(k−1) σ(k−1) T (k) α(k) σ(k) αR(k) γ(k)
C C L T (k−1) α(k−1)

2 L α(k−1 ) 1
C I,S L T (k−1) α(k−1)

2 L α(k−1 ) 0
C R T (k−1) α(k−1)

2 L 0 0
S I,S 0 L T (k−1 )+

2α(k−1 )+
αR(k−1 )

min(α0, k−
T (k))

R 0 0

S I,S 1 L T (k−1)+
2α(k−1)

αR(k − 1 ) R 0 0

S C L T (k−1)+
α(k−1)

α(k−1)
2 L αR(k−1 ) γ(k−1 )

I L T (k−1)+
α(k−1)

α(k−1)
2 L αR(k−1 ) γ(k−1 )

S,I R T (k−1)+
α(k−1)

min(α0, k−
T (k))

R 0 0

Table 3.2: Action table for the 0.6365 algorithm, depending on the feedback, the IC result and
previous state.

• Otherwise, the operation is identical to the algorithm presented in Section 3.1.

A summary is provided in Table 3.2, where γ(k) is introduced to contain information
about the last postponed R window; γ(k) = 1 means it is a collision, γ(k) = 0 otherwise.
This value changes when a collision occurs on the left. The other change in the table
describes a success, followed by another success or collision (as detected by IC); the
window for the next CRP depends on the last postponed R window, and thus γ(k − 1)
and αR(k − 1).

Performance Analysis

When analyzing the MST of this algorithm, we refer to a CRP that starts with an
allocation interval of size 2−jα0 as a type j CRP. To simplify the analysis we will also
include the concept of a length zero CRP. More specifically, when the last postponed R
window in a CRP was located at level j of the splitting tree, we state that the next CRP
will be of type j, irrespective of whether this window held a packet. Hence, the length
(that is, the number of slots devoted to this CRP) of a type j CRP, with j > 0, equals
zero whenever the IC indicates that the last postponed R window was either a success or
empty. In this case, the type j CRP will subsequently be followed by a type 0 CRP.

We start by determining the probabilities qi,j that a type i CRP is followed by a type
j CRP. Clearly, qi,j = 0 if i ≥ j 6= 0, as a CRP starting with a length 2−iα0 allocation
window either postpones a smaller R window or none at all. A type j = 0 CRP will only
follow a type i CRP if none of the L windows holds a collision. All the L windows of a
CRP with an initial allocation window of size α(k) that starts at T (k) will be collision
free if and only if the intervals (T (k)+(1−2−(s−1))α(k), T (k)+(1−2−s)α(k)] hold either
zero or one packet for all s ≥ 1, as illustrated by Figure 3.3, which occurs with probability
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Figure 3.3: Illustration of the probability qi,0 for the 0.6365 algorithm. The total length of the
interval is 2−iα0.

(1 + λα(k)/2s)e−λα(k)/2s . In other words,

qi,0 =

[ ∞∏
s=1

(1 +
Gi
2s

)

]
e−Gi ,

as α(k) = 2−iα0 and
∏
s≥1 e

−Gi/2s = e−Gi . For numerical stability further on, we rewrite
this as follows. Let us first note that the coefficient of Gsi for s > 0 equals

∞∑
0<i1<i2<···<is

1
2i1+i2+···+is

e−Gi =
∞∑
i1=1

1

(21)i1

∞∑
i2=1

1

(22)i2
· · ·

∞∑
is=1

1

(2s)is
e−Gi

=
s∏
t=1

(
1

1− 2−t
− 1
)
e−Gi =

s∏
t=1

e−Gi

2t − 1
.

Thus, qi,0 can be rewritten as

qi,0 =

[
1 +

∞∑
s=1

Gsi∏s
t=1(2t − 1)

]
e−Gi . (3.3)

We also note that

qi,0 = qi+1,0(1 +Gi+1)e−Gi+1 ,

as Gi/2 = Gi+1. In order to express the remaining qi,i+s values, for s > 0, we introduce
some additional variables.

Let bi be the probability of having a collision in a length 2−(i−1)α0 interval, that is,

bi = 1− (1 +Gi−1)e−Gi−1 .

Let ci be the probability of having a collision in an interval of the form (T (k), T (k)+2−iα0]
given that there was a collision in the (T (k), T (k) + 2−(i−1)α0] interval and such that
none of the L windows part of (T (k), T (k) + 2−iα0] holds a collision (see Figure 3.4 for
an illustration). We can compute ci as

ci =
qi,0 − (1 +Gi)e−Gi

1− (1 +Gi−1)e−Gi−1
.

To avoid numerical bit cancellation, we will compute ci as

ci =

(∑∞
s=2

GsiQs
t=1(2

t−1)

)
e−Gi(∑∞

s=2

Gsi−1
s!

)
e−Gi−1

.
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Figure 3.4: Illustration of the probability ci for the 0.6365 algorithm. The total length of the
interval is 2−(i−1)α0.

Finally, recall that pi,i+1, as defined in the previous section, equals the probability that
a length 2−iα0 L window is followed by another L window of size 2−(i+1)α0.

We are now in a position to express qi,i+s for s > 0. In order for a type i CRP to be
followed by a type i+s, there has to be a collision in the initial size 2−iα0 window, which
occurs with probability bi+1 and leads to a size 2−(i+1)α0 L window. This L window
should be followed by a series of s− 1 smaller L windows of size 2−(i+2)α0 to 2−(i+s)α0,
which occurs with probability

∏s−1
k=1 pi+k,i+k+1. Finally, the size 2−(i+s)α0 L window must

hold a collision, while none of the subsequent L windows of this CRP holds a collision,
an event that takes place with probability ci+s. This yields

qi,i+s = bi+1

(
s−1∏
k=1

pi+k,i+k+1

)
ci+s, (3.4)

for s > 0. Next, we determine the probability π(i) that an arbitrary CRP (including the
length zero CRPs) is of type i, by computing the invariant vector of the infinite matrix
Q with entry (i, j) equal to qi−1,j−1. Let (π(0), π(1), π(2), . . .) be the stochastic invariant
vector of Q (its existence and uniqueness is immediate from the Lemma of Pakes [3] as
qi,0 increases to one). Then, due to the structure of Q, we have

π(i) =
i−1∑
j=0

π(j)qj,i,

for i > 0, while π(0) is found using the normalization condition
∑
i≥0 π(i) = 1.

Having found π(i), for i ≥ 0, we continue by computing E{k|i} and E{f |i}, which
denote the mean duration of a type i CRP (in slots) and the mean fraction of the initial
size 2−iα0 allocation window that is postponed due to possible collisions in any of the
L windows, respectively. Note, even the last postponed R window is counted by this
fraction, irrespective of whether or not it holds a collision. Analogous to the previous
algorithm, we find that for i = 0

E{k|0} =
∞∑
i=0

Pr[CRP length > i slots] = 1 +
∞∑
i=1

pi,

with pi as defined in the previous section. For i > 0, the CRP has a length larger than
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zero with probability 1− (1 +Gi)e−Gi = bi+1, meaning

E{k|i} =
∞∑
j=0

Pr[CRP length > j slots]

= bi+1 +
∞∑
j=i

bi+1

(
j−i∏
k=1

pi+k,i+k+1

)
.

To compute E{f |i}, we note that every collision in an L window of size 2−jα0 causes the
loss of a 2−jα0 R window, that is, a fraction of 2i−j of the initial 2−iα0 window is lost.
Hence,

E{f |i} =
∞∑

j=i+1

bi+1

(
j−i−1∏
k=1

pi+k,i+k+1

)
bj+1

bj
2i−j .

Using π(i), we obtain E{k} and E{s}, the mean CRP length (in slots) and the mean
distance that the starting point of the allocation window advances, respectively:

E{k} =
∑
i≥0

π(i)E{k|i},

E{s} =
∑
i≥0

π(i)2−i(1− E{f |i})α0.

Stability is reached if and only if E{k} < E{s}, which can be written as

λ < (λα0)

(∑
i≥0 π(i)2−i(1− E{f |i})

)
E{k}

,

where the right hand side is again a function of λα0. By numerically maximizing this
function, denoting xmax as the point in which the maximum is reached and f(xmax) as the
maximum value, we obtain the highest possible MST λmax by setting α0 = xmax/f(xmax).
For the function above, the maximum is reached in λα0 = 1.812, resulting in α0 = 2.8466
and λmax = 0.6365 (with E{k} = 1.9940). These values have also been confirmed using
simulation experiments.

3.3 A 0.6173 FCFS Algorithm with Reduced Collision
Cancellation

The previous algorithm did not preserve the FCFS order. Only one rule caused this
violation:

• If the last postponed R window was successful or empty, we can immediately
advance the start T (k) of the allocation window by another αR as the possible
success in this R window was already obtained from the cancellation operation.

If we replace this rule by the following rule, we obtain again an FCFS order algorithm:
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Conditions Actions
FB IC γ(k−1) σ(k−1) T (k) α(k) σ(k) αR(k) γ(k)
C C,S L T (k − 1) α(k−1)

2 L α(k−1) 1
C I L T (k − 1) α(k−1)

2 L α(k−1) 0
C R T (k − 1) α(k−1)

2 L 0 0
S I,S 0 L T (k − 1) +

2α(k−1)+
αR(k − 1)

min(α0, k−
T (k))

R 0 0

S I,S 1 L T (k − 1) +
2α(k − 1)

αR(k − 1) R 0 0

S C L T (k − 1) +
α(k − 1)

α(k−1)
2 L αR(k−1) γ(k−1)

I L T (k − 1) +
α(k − 1)

α(k−1)
2 L αR(k−1) γ(k−1)

S,I R T (k − 1) +
α(k − 1)

min(α0, k−
T (k))

R 0 0

Table 3.3: Actions table for the 0.6173 algorithm, depending on the feedback, the IC result and
previous state.

• If the last postponed R window was empty, we can immediately advance the start
T (k) of the allocation window by another αR.

The corresponding action table is provided by Table 3.3, where only the first two rules
differ from the previous algorithm; the detection of a success S by IC moves from the
second to the first rule.

Performance Analysis

As expected, this small modification does not change the analysis significantly. Similar to
the previous algorithm, we find that we can express the mean duration of a type i CRP
(in slots) Ē{k|i}, as follows. For i = 0

Ē{k|0} =
∞∑
j=0

Pr[CRP length > j slots] = 1 +
∞∑
j=1

pj ,

with pi as defined in Section 3.1. For i > 0, the CRP has a length larger than zero with
probability 1− e−Gi , meaning

Ē{k|i} =
∞∑
j=0

Pr[CRP length > j slots]

= (1− e−Gi) +
∞∑
j=i

bi+1

(
j−i∏
k=1

pi+k,i+k+1

)
.

Indeed, in the previous algorithm, a type i > 0 CRP had a length greater than zero with
probability bi+1 (as it was either idle or a success). Now, this CRP has length zero only
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if it contains zero users, which occurs with probability e−Gi . If we take E{f |i} as defined
in the previous section, and express Ē{k} as follows:

Ē{k} =
∑
i≥0

π(i)Ē{k|i},

we find that stability is reached if and only if

λ < (λα0)

(∑
i≥0 π(i)2−i(1− E{f |i})

)
Ē{k}

,

where the right hand side is again a function of λα0. By numerically maximizing this
function, denoting xmax as the point in which the maximum is reached and f(xmax) as the
maximum value, we obtain the highest possible MST λmax by setting α0 = xmax/f(xmax).
For the function above, the maximum is reached in λα0 = 1.691, resulting in α0 = 2.7392
and λmax = 0.6173 (with E{k} = 1.9835). These values have also been confirmed using
simulation experiments.

3.4 A 0.6210 FCFS Algorithm with Partial Collision
Cancellation

The previous algorithms revealed a performance loss, from 0.6365 to 0.6173, caused by
the fact that we ignore the knowledge about successes in the right branch, when the left
branch contains a collision. Indeed, to preserve the FCFS order, these packets cannot
be considered as received at this point. However, we can still exploit this knowledge to
improve the MST.

The motivation behind this approach is to combine this last slot with a small part of
the next CRP, in the hope that this part of the next CRP contains no arrivals. If this
is the case, we have successfully solved a (slightly) larger interval at no additional cost
(see Figure 3.5). Moreover, in case this additional interval is non empty (and has a size
equal to the interval of the postponed success), no additional slots are required if during
the first split operation, we choose the splitting such that the left branch is precisely the
success of the previous CRP, as demonstrated in Figure 3.6.

There is some resemblance between this idea and the approach taken by Vvedenskaya
[55]; there, the idea was that a collision in a very small interval consists most likely of
only two packets. Therefore, whenever the splitting process revealed the first packet, the
transmission of the other packet was immediately combined with a small fraction of the
following CRP. However, the positive impact on the MST was minimal, for two reasons:
first, the occurrence of a collision in a very small interval is rare. Second, whenever this
recombination caused an additional conflict, for example because there were three arrivals
in the original collision slot, this did result in a performance penalty.

The action table associated with this algorithm (see Table 3.4) is similar to the previous
algorithm; the only difference is the rule where the current (L) slot contains a collision,
while the IC operation discovers a success in the corresponding R branch.
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EFG

G

G

(a) Success not post-
poned

EFG

G

G

(b) Success postponed

Figure 3.5: This figure illustrates that postponing the last success to the next CRP will not cost
us an additional slot, when no new arrivals occur. Here, G is postponed and combined with the
empty slot of the following short CRP.

EFG

G

HI

(a) Success not postponed

EFG

G

GHI

G HI

(b) Success postponed

Figure 3.6: This figure illustrates that postponing the last success to the next CRP will not
cost us an additional slot, when new arrivals occur. In this example, packet G is postponed,
and combined with H and I. Only the slots GHI and G have to be transmitted, to have the
information about slots G and HI; the signals in the remaining slots, which are drawn in gray,
can be recovered from this using the SIC mechanism. If G was not postponed, two slots were also
required to retrieve the same information.
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Conditions Actions
FB IC γ(k−1) σ(k−1) T (k) α(k) σ(k) αR(k) γ(k)
C C L T (k−1) α(k−1)

2 L α(k−1) 1
C S L T (k−1) α(k−1)

2 L 2α(k−1 ) 1
C I L T (k−1) α(k−1)

2 L α(k−1) 0
C R T (k−1) α(k−1)

2 L 0 0
S I,S 0 L T (k−1) +

2α(k−1)+
αR(k−1)

min(α0, k −
T (k))

R 0 0

S I,S 1 L T (k−1) +
2α(k−1)

min(αR(k −
1), k−T (k))

R 0 0

S C L T (k−1) +
α(k−1)

α(k−1)
2 L αR(k−1) γ(k−1)

I L T (k−1) +
α(k−1)

α(k−1)
2 L αR(k−1) γ(k−1)

S,I R T (k−1) +
α(k−1)

min(α0, k −
T (k))

R 0 0

Table 3.4: Action table for the 0.6210 algorithm, depending on the feedback, the IC result and
previous state.

Performance Analysis

We start by determining the probabilities q̄i,j that a type i CRP is followed by a type j
CRP, which can be calculated based on the analysis of previous algorithm (qi,j). A type
i CRP with i > 0 and exactly one arrival (which is now combined with an additional
interval, also corresponding to a type i CRP) will be regarded as a single (but longer)
CRP.

A type 0 CRP is never extended; thus q̄0,j = q0,j for all j. Now, a type i CRP (i > 0)
with exactly one user will not necessarily lead to a type 0 CRP. Indeed, these CRPs are
now combined with an additional interval, corresponding to a new type i CRP. Thus, this
CRP with one user will lead to a type 0 CRP if and only if this added CRP does so. As
such, we have that q̄i,0 = qi,0 − (Gie−Gi)(1 − qi,0) for all i > 0. For numerical stability,
similar to (3.3), we can compute q̄i,0 as

q̄i,0 =

[
1 +

∞∑
s=2

Gsi∏s
t=1(2t − 1)

]
e−Gi +Gie

−Giqi,0.

On the other hand, a type i > 0 CRP with a success can now also be followed by a type
i+ s with s > 0: q̄i,i+s = qi,i+s +Gie

−Giqi,i+s = qi,i+s(1 +Gie
−Gi).

Similar to Section 3.2, we determine the probability π̄(i) that an arbitrary CRP is of
type i, by computing the invariant vector of the infinite matrix Q̄ with entry (i, j) equal
to q̄i−1,j−1. Let (π̄(0), π̄(1), π̄(2), . . .) be the stochastic invariant vector of this matrix Q̄.

Now, the mean duration of a type i CRP (in slots) ¯̄E{k|i} can be expressed in terms
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of Ē{k|i}:

¯̄E{k|i} =

 Ē{k|i}(1 +Gie
−Gi) i > 0

Ē{k|0} i = 0,
(3.5)

as a type i > 0 CRP with one user will now solve two orginal type i CRPs if the first one
contains a success. If we also introduce this property into E{s|i}, the mean fraction of
the initial window that is solved, we see that we have

E{s|i} =

 (1− E{f |i})(1 +Gie
−Gi) i > 0

(1− E{f |0}) i = 0,
(3.6)

with E{f |i} as defined in Section 3.2. Indeed, on average 1 + Gie
−Gi original windows

are now solved instead of one.
If we express ¯̄E{k} as follows:

¯̄E{k} =
∑
i≥0

π̄(i) ¯̄E{k|i},

stability is reached if and only if

λ < (λα0)

(∑
i≥0 π̄(i)2−iE{s|i}

)
¯̄E{k}

,

where the right hand side is again a function of λα0. By numerically maximizing this
function, denoting xmax as the point in which the maximum is reached and f(xmax) as the
maximum value, we obtain the highest possible MST λmax by setting α0 = xmax/f(xmax).
For the function above, the maximum is reached in λα0 = 1.720, resulting in α0 = 2.7694
and λmax = 0.6210. These values have also been confirmed using simulation experiments.

3.5 Conclusion

In this chapter, we extended the well known part-and-try algorithm, currently the al-
gorithm with the highest MST in the standard model, with SIC and a single memory
location to store signals. We saw that this algorithm can significantly benefit from IC,
improving its MST from 0.4871 up to 0.6365. However, by simply utilizing the informa-
tion provided by IC, we lose the FCFS property, provided by the original algorithm. If we
want to maintain this property, an algorithm with an MST of 0.6210 can be constructed.
Being still considerably far from the 0.6931 MST, provided by infinite memory SICTA,
the question remains whether stack based tree algorithms may allow a higher MST. Post-
poning parts of the collision resolution interval to the next CRP was a key concept of the
part-and-try algorithm. This choice was motivated since there is no knowledge whatso-
ever about these parts, because of the Poisson arrivals. Now, IC does provide information
about these collisions, which indicates that exploiting this knowledge to a further extent
than what was done in this chapter, may be the key to improve the MST significantly.
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Chapter 4

Stack Based Algorithms

In this chapter, we start from the standard binary tree algorithm, to construct a number
of new blocked access tree algorithms. These tree algorithms will make use of SIC to skip
several slots (assumptions I1−3 and I5 apply, as defined in Section 1.1), and thus attain
a significantly higher MST. Similar to the previous chapter, we will limit the number of
signal memory locations to one. As such, an algorithm with an MST of 0.6620 is provided.
Later in this chapter, we will revisit the FCFS case, and observe the performance loss
caused by the FCFS requirement. Initially, a slight modification of the 0.6620 algorithm
reintroduces the FCFS property, resulting in an MST of 0.6272. A similar method as
found in the previous chapter will enable us to increase the MST up to 0.6327 and 0.6334
for the FCFS case.

4.1 A 0.6620 Blocked Access Algorithm

The original SICTA algorithm (see Section 1.2.5) is specifically designed for a blocked
access system. Thanks to the infinite number of signal memory locations, SICTA is able
to skip all right slots. If we want to construct an algorithm for a single signal memory
location system, this will compromise the number of skipped slots.

The basic idea of our proposed blocked access algorithm is that the signal of the
previous slot is always available, so the signal of the current slot can be combined with
the previous one. Note, in case the current slot is a right node, the previous slot is
unrelated, and as such we will not gain anything. However, for a left node, subtracting
the signal from the previous slot, i.e., its parent, always results in the signal of the right
node. As such, once the left node has been transmitted, the right node is already known.
We will distinguish the following cases:

• The right node contains one user. As such, its packet can be decoded, and the right
branch can be skipped.

• The right node is empty, which is detected by the current signal being identical to
the previous one. Thus, also in this case the slot can be skipped.

• The right node contains a collision, while the current slot is empty. This situation
can be detected even without IC, as long as an IDLE feedback is provided. Identical
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to the operation of the modified tree algorithm (see Secion 1.2.3), this slot can also
be skipped, since it is known to be a collision. We can continue immediately with
a new split of this right node. Also, the stored signal is maintained in memory, as
it will serve as parent for the new left node.

• The right node contains a collision, while the current slot is a success. As soon as
the packet of the current slot is successfully decoded, we can skip the right node
and split it immediately, just as in the previous case.

• Both the left and the right node contain a collision. In this case, the collision of the
left slot has to be resolved first, before continuing with the right branch. While it is
true that the right node’s signal is known at this point, storing it would render our
single signal memory location useless for the collision resolution of the left branch.
As such, we demand that this right slot is retransmitted later (avoiding the need to
store it in memory).

If we summarize the above, we see that only in the case of two collisions (one on the left,
one on the right), we have to transmit the right slot, otherwise it can be skipped.

We can construct an action table for this algorithm, based on an internal counter value,
which is maintained by each user, similar to the operation of the basic tree algorithm.
We will now discuss the action table for the receiver and the transmitter side.

The receiver side

The receiver side behavior can be summarized in eight rules (labeled R1 to R8), which
will provide the appropriate feedback to the users, based on the content of the current slot
cs and a single memory location ss, potentially holding a saved signal. In this process,
the receiver will store at most one signal at a time, being in ss, to serve as input for the
IC. If the current node is a left branch of the resolution tree, the memory location ss will
contain the joint signal of all the users who are part of this node or its corresponding right
branch. Otherwise (i.e., for right branches and the root node), the location ss should be
empty, that is, ss = ∅.

The feedback can assume five possible values: ·/ ·/·, ·/Co/·, ·/ ·/Sc, Sr/Co/· and Sr/ ·
/·. The mnemonics here will further on be associated with “skip right” (Sr), “collision”
(Co) and “skip collision” (Sc).

In a sense, this feedback can be related with the binary and ternary feedback of the
basic and modified binary CTM algorithm. In case of the basic CTM algorithm, the
feedback generated by the receiver indicates whether there was a collision. Thus, the
feedback would either be ·/Co/· or ·/ ·/·: collision or no collision (note that an idle slot is
not considered a collision). The modified CTM algorithm requires an additional feedback
value to indicate the occurrence of an idle slot. An idle slot appearing immediately after
a collision indicates that the next slot is guaranteed to hold a collision, meaning it can
be skipped. In the modified CTM algorithm the terminal decides to skip slots based on
the feedback value idle. Alternatively, our proposed feedback ·/ · /Sc would move this
decision to the receiver side.

In Table 4.1, all receiver rules are summarized. Indeed, if the receiver recovers a single
message from ss− cs, this message is correctly received and the feedback flag Sr is used.
In this case (R2 and R4), the right node only contained the already correctly recovered
message.
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Rule Conditions Actions
Current slot IC Feedback Saved signal

R1 Collision ss = cs Sr/Co/ · ss′ = cs
R2 Collision ss− cs valid Sr/Co/ · ss′ = cs
R3 Collision otherwise · /Co/ · ss′ = cs
R4 Success ss− cs valid Sr/ · / · ss′ = ∅
R5 Success ss = ∅ · / · / · ss′ = ∅
R6 Success otherwise · / · /Sc ss′ = ss− cs
R7 Idle ss 6= ∅ · / · /Sc ss′ = ss
R8 Idle ss = ∅ · / · / · ss′ = ∅

Table 4.1: All possible scenarios a receiver may encounter; depending on each state, different
feedback is provided to the users, while updating the saved signal.

·/ · /· ·/Co/· ·/ · /Sc Sr/ · /· Sr/Co/·
cc = 0 −1 0/1 −1 −1 0/1
cc = 1 0 2 0/1 −1 −1
cc ≥ 2 cc− 1 cc+ 1 cc cc− 2 cc

Table 4.2: User action table for the 0.6620 algorithm, depending on the feedback. A coin flip
distinguishes between 0 and 1, in case of 0/1, respectively for choosing the left or right branch.

When ss 6= ∅, an idle slot (R7) or a success without successful IC (R6), both indicate
that the right set (i.e., the next slot) is certainly in conflict; therefore, the feedback Sc is
provided. Recall, when ss 6= ∅, the current slot is necessarily a left node in the conflict
resolution tree.

When experiencing a conflict with ss = cs, an empty right node is detected and the
feedback flag Sr is used (R1). The remaining three rules (R3, R5 and R8) correspond to
the standard CTM behavior.

The transmitter side

The transmitter part of the algorithm consists of updating the counter value cc. This
value represents the number of groups that need to be resolved before a node is allowed to
transmit or retransmit. Based on this value, a user may (re)transmit a message (cc = 0),
postpone its transmission (cc > 0), or consider the transmission successful (cc < 0).
Updates on this value are based on both the current value of the counter, and the feedback
provided by the receiver. A summary is given in Table 4.2. We will discuss each feedback
signal separately.

Feedback ·/ · /· In this case, we proceed similar to the idle or success case in the basic
CTM. As such, all counter values cc can be decremented by one. If a user transmitted,
the counter value of which must have equaled 0, it will decrease cc to −1, indicating a
successful transmission.
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Feedback ·/Co/· This scenario is also identical to the operation in the basic CTM,
when a slot holds a collision. As such, all counter levels have to be incremented by one,
except those that transmitted in the previous slot, having 0 as their counter value. For
these users, a random decision has to be made to determine whether they join either the
first branch (cc becomes 0), or the second (cc becomes 1).

Feedback ·/ · /Sc With this feedback, the receiver signals that the slot was successful
or idle, and that he has enough information to skip the next slot, being a collision. As
such, all users which were not involved in either of these slots (cc ≥ 2) keep their counter
value fixed (as the number of unresolved sets remains identical). The possible user that
was successful (cc = 0) becomes inactive (cc becomes −1), while the users of the right
branch (cc = 1) have to make a random decision.

Feedback Sr/ ·/· Here, the receiver signals that the slot holds a successful transmission
and enough information is available to skip the next slot, which holds a single message.
As such, all users which are not involved in either of these slots (cc ≥ 2) can decrease
their counter by 2, while the two users part of the current and next slot (cc = 0 or 1)
may regard their messages as successfully transmitted.

Feedback Sr/Co/· In this final case, the receiver reports that the slot was unsuccessful,
but he has enough information to detect that the right branch is collision free. The
possible user of the right branch (cc = 1) can consider himself as successful; while the
users who transmitted in the previous slot have to make a splitting decision. As such, all
users who are not involved in either of these branches (cc ≥ 2) do not alter their counter
value.

4.1.1 Channel Access Algorithm

To operate this algorithm in blocked access, we still need to specify how users with a new
packet ready for transmission should access the channel. Let us first note that inactive
users are assumed to monitor the channel all the time, and thus are capable of receiving
all feedback provided to regular users. As such, an easy method to support gated access
is to also maintain a counter for each inactive user. They are required to update this
value based on the feedback, identical to Table 4.2. There is one exception however,
which occurs when the counter cc becomes zero. While normal users would transmit
their packet in the next slot, inactive users do not have a packet ready for transmission.
Instead, they must wait until the active users are successful. This is achieved by setting
their counter to 1 just before applying the user rules, each time the counter has become
zero. Hence, inactive users form a virtual group that selects the right branch while the
active users are on the left branch. As soon as a user becomes active, he simply continues
the counter operation, and when the current CRP ends, he will have its counter set to
zero; he will transmit in the first slot of the next CRP (his counter becomes zero).

For windowed access, we need to make another modification, as new users may only
send once the arrival time of the packet lies in the current arrival window. For this
purpose, each user will also maintain a time T (k) such that all packets generated before
this time have been transmitted successfully. Although this value is conceptually the
same as the T (k) for the part-and-try algorithms, here it will be updated only at the end
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of each CRP. Indeed, at the end of each CRP, we have successfully solved an α0 interval,
and the value T (k) has to be increased by α0 (except when this time exceeds the actual
time, so T (k) = min(T (k − 1) + α0, k)). Indeed, each inactive user can detect the end
of a CRP, since its counter value cc becomes zero at such occasions. Remember from
the gated access scenario, this zero was always transformed into a 1 for inactive users.
The same modification is applied for windowed access, until T (k)+α0 exceeds the arrival
time.

4.1.2 Performance Analysis

In this section we will establish a closed form expression for the mean time LN required to
resolve a conflict of size N . Clearly, L0 = L1 = 1 and LN obeys the following recursion:

LN = 1 +
N∑
i=0

(
N

i

)
pi(1− p)N−i (Li + LN−i)− pN − (1− p)N (4.1)

−Np(1− p)N−1 −NpN−1(1− p) + δN=2Np(1− p),

where δX equals one if X is true and zero otherwise. Indeed, we need one slot for the
initial transmission, while the operation of the basic CTM algorithm can be recognized
in the recursive expression for the mean time required to solve the left and right branch,
for all possible splitting combinations. The last five terms represent the slots that SIC
allows us to skip, that is, whenever either the left or right branch consists of zero or one
packet, we gain a single slot. The very last term is required to correct the case where a
collision of two splits into one-one, for which we still need a single slot.

In order to generate numerical results, it suffices to have this recursive expression.
However, a closed form expression can be obtained analogue to the analysis of the basic
and modified CTM algorithm by Mathys and Flajolet [36].

Define L(z) =
∑∞
N=0 LNz

N/N !, then we find the following functional equation for
L(z):

L(z) = eze−pzL(pz) + eze−(1−p)zL((1− p)z) + ez − 2(1 + z)
−(epz − 1− pz)− (e(1−p)z − 1− (1− p)z)− pz(e(1−p)z − 1)
−(1− p)z(epz − 1) + p(1− p)z2.

Setting L∗(z) =
∑∞
N=0 L

∗
Nz

N = e−zL(z), the above equation yields

L∗(z)− L∗(pz)− L∗((1− p)z) = 1− e−pz − e−(1−p)z

−(pze−pz + (1− p)ze−(1−p)z) + e−zp(1− p)z2.

Equating the coefficients of zk on both sides implies

L∗k(1− pk − (1− p)k) = (−1)k/k!(k − 1)
(
pk + (1− p)k + kp(1− p)

)
.

This finally results in

LN = 1 +
N∑
k=2

(
N

k

)
(−1)k(k − 1)

pk + (1− p)k + kp(1− p)
(1− pk − (1− p)k)

.
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Figure 4.1: Throughput for 0.6620 algorithm for the windowed access CAP. x represents the
average number of users in an initial window. The gated access CAP corresponds to x =∞.

This expression is symmetric on (0, 1) around p = 1/2, meaning switching p and 1 − p
does not alter the value of LN . This implies that an extremum is reached in p = 1/2.

For a windowed access system, given Poisson arrivals with rate λ and an initial window
of size α0, the average length E{k} of a CRP can be calculated as follows:

E{k} =
∞∑
N=0

LN
(λα0)Ne−λα0

N !
.

In order to have a stable system, the average length E{k} of a CRP must be less than
the average distance that the starting point of the allocation window advances between
two (initial) windows, which equals α0. By multiplying both sides with λ, we can rewrite
this as

λ <
λα0

E{k}
,

where the right hand side of this equation is a function f of λα0. By numerically maxi-
mizing this function, denoting xmax as the point in which the maximum is reached and
f(xmax) as its maximum value, we obtain the highest possible MST λmax by setting
α0 = xmax/f(xmax). For the function above, as shown by Figure 4.1, the maximum is
reached in λα0 = 2.0596, for p = 0.5, resulting in α0 = 3.1109 and λmax = 0.6620. These
values have also been confirmed using simulation experiments.

This algorithm is also able to operate on a gated access channel, as this is essentially a
windowed access algorithm, with an infinite sized window. However, as its performances
can be characterized by the limiting behaviour of LN/N , the numerical results from Figure
4.1 suggest that the gated access algorithm will not be able to exceed the windowed access
performance, given a well chosen window size.
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Rule Conditions Actions
Current slot IC Feedback Saved signal

R1 Collision ss = cs Sr/Co/ · ss′ = cs
R2b Collision ss− cs valid · /Co/ · ss′ = cs
R3 Collision otherwise · /Co/ · ss′ = cs
R4 Success ss− cs valid Sr/ · / · ss′ = ∅
R5 Success ss = ∅ · / · / · ss′ = ∅
R6 Success otherwise · / · /Sc ss′ = ss− cs
R7 Idle ss 6= ∅ · / · /Sc ss′ = ss
R8 Idle ss = ∅ · / · / · ss′ = ∅

Table 4.3: Receiver action table for the 0.6272 algorithm. All possible scenarios a receiver may
encounter; depending on each state, different feedback is provided to the users, while updating the
saved signal.

4.2 A 0.6272 FCFS Blocked Access Algorithm

The previous algorithm did not maintain the FCFS order in case the IC detects a success
in a right branch, while the left branch still contains a conflict that has to be resolved.
As such, a straightforward way to obtain an FCFS order is by refraining from skipping
the right branch in such cases.

The receiver side

The description of the action tables for both the receiver side and transmitter side are
very similar to previous algorithm. The only difference is when a collision occurs on the
left while the success on the right can be decoded. This case is captured by rule R2, in
which case the Sr/Co/· feedback was issued. Now in rule R2b, as the right slot is no
longer skipped, the receiver should issue the ·/Co/· feedback. The resulting receiver side
is shown in Table 4.3. The transmitter side operation remains identical to the previous
algorithm.

Performance Analysis

In order to analyze this modified algorithm, we need to determine the mean time L̄N
required to resolve a conflict of size N . Clearly, L̄0 = L̄1 = 1 and L̄N obeys the following
recursion:

L̄N = 1 +
N∑
i=0

(
N

i

)
pi(1− p)N−i

(
L̄i + L̄N−i

)
− pN − (1− p)N −Np(1− p)N−1.

This recursion is similar to Equation (4.1), except for the last two terms. These terms
correspond to the slots which were revealed by SIC, but not in an FCFS order; now SIC
only allows us to skip a slot if all the colliding packets are either in the left or right branch,
or when the left branch contains exactly one packet. In order to generate numerical
results, it suffices to have this recursive expression. Again, we can derive a closed form
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expression, similar to the previous algorithm. Define L̄(z) =
∑∞
N=0 L̄Nz

N/N !, then we
find the following functional equation for L̄(z):

L̄(z) = eze−pzL̄(pz) + eze−(1−p)zL̄((1− p)z) + ez − 2(1 + z)
−(epz − 1− pz)− (e(1−p)z − 1− (1− p)z)− pz(e(1−p)z − 1).

Setting L̄∗(z) =
∑∞
N=0 L̄

∗
Nz

N = e−zL̄(z), the above equation yields

L̄∗(z)− L̄∗(pz)− L̄∗((1− p)z) = −ze−z(1− p) + 1− e−pz − e−(1−p)z − pze−pz.

Equating the coefficients of zk on both sides implies

L̄∗k(1− pk − (1− p)k) = (−1)k/k!
(
k(1− p)− pk − (1− p)k + kpk

)
,

for k ≥ 2. This finally results in

L̄N = 1 +
N∑
k=2

(
N

k

)
(−1)k

(k(1− p)− (1− p)k − pk + kpk)
(1− pk − (1− p)k)

. (4.2)

Similar to previous section, we obtain the highest possible MST for p = 0.5 in λα0 =
1.7674, resulting in α0 = 2.8230 and λmax = 0.6260. Setting p = 0.5 is however no longer
optimal. More specifically, the optimal MST is found by choosing p = 0.471, obtaining
a maximum in λα0 = 1.7850, which results in α0 = 2.8458 and λmax = 0.6272. These
values have also been confirmed using simulation experiments.

An intuitive explanation for having an optimal p < 0.5 can be given as follows: consider
a collision that splits in a success in one branch while a collision occurs in the other branch.
The first option requires one slot, as the collision signal can be recovered using SIC. The
second option however, requires two slots, due to the FCFS constraints. As such, having
a slightly higher probability of choosing the second slot makes the first option more likely,
i.e., choosing p < 0.5 improves the MST.

4.3 A 0.6327 FCFS Algorithm with Postponed Suc-
cesses

The previous algorithm revealed a performance loss, caused by the fact that we ignore the
knowledge about successes in the right branch, when the left branch contains a collision.
Indeed, to preserve the FCFS order, these packets cannot be considered as received at
this point. However, we can still exploit this knowledge to improve the MST. We will first
do so if the ignored success is contained in the very last slot of the collision resolution
tree, similar to Section 3.4. The motivation behind this approach was to combine this
last slot with a (small) part of length β0 ≤ α0 of the next CRP, in the hope that this
part of the next CRP contains no arrivals. If this is the case, we had successfully solved a
(slightly) larger interval at no additional cost. Moreover, in case this additional interval
is non empty (and has size β0 = α0), no additional slots were required if during the first
split operation, we define the splitting operation such that the left branch was precisely
the success of the previous CRP (see Figure 3.6). When β0 < α0, there is in general
no guaranteed gain as the arrival windows get shifted by β0. Since a higher probability
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Rule Conditions Actions
Current slot IC Feedback Saved signal

R1 Collision ss = cs Sr/Co/ · ss′ = cs
R2c Collision ss− cs valid · /C̄o/ · ss′ = cs
R3 Collision otherwise · /Co/ · ss′ = cs
R4 Success ss− cs valid Sr/ · / · ss′ = ∅
R5 Success ss = ∅ · / · / · ss′ = ∅
R6 Success otherwise · / · /Sc ss′ = ss− cs
R7 Idle ss 6= ∅ · / · /Sc ss′ = ss
R8 Idle ss = ∅ · / · / · ss′ = ∅

Table 4.4: Receiver action table for the 0.6327 algorithm. All possible scenarios a receiver may
encounter; depending on each state, different feedback is provided to the users, while updating the
saved signal.

of having this next CRP empty will increase the effects of this modification, there is a
trade-off to be made when selecting β0: a shorter arrival window will result in a higher
probability of having an empty CRP, while the interval that is resolved becomes smaller.

Very similar action tables as the previous algorithms can be used, both for the receiver
and user side. Additionally, in case a collision occurs while a success is detected by IC
(R2 of Section 4.1), the receiver now needs to indicate this event with a seperate type of
feedback (·/C̄o/·), as showed by Table 4.4. In this manner, waiting users know that the
following CRP will be of the short type. Also, in case of a collision in this short CRP,
new users must choose the right branch, while the single postponed user of the previous
CRP has to choose the left branch. Note that if an idle slot on the right is detected before
a postponed success is detected, the following CRP is no longer of the short type. This
scenario is uniquely identified by the feedback of R1 (Sr/Co/·).

Performance Analysis

To analyze the performance of this algorithm, we need to distinguish between two types
of CRPs: standard CRPs (Type 0) which have an initial arrival window of size α0, and
short CRPs (Type 1), which combine a success postponed from the previous CRP with
a new arrival window of size β0. The probability p0,1 of having a standard CRP followed
by a short CRP is given by:

p0,1 =
∞∑
i=1

(1− (1 + pRi)e−pRi)(1− p)Rie−(1−p)Ri ,

where Ri = λα0(1 − p)i−1. Indeed, as illustrated by Figure 4.2, if the initial arrival
window ends with a collision (some length α0p(1− p)i−1 interval), followed by a success
(corresponding to an α0(1− p)i interval for some i > 0), the transmission of this success
packet is postponed and combined with the following, short CRP.

Similarly, the probability p1,1 of having a short CRP followed by another short CRP

45



4.3. A 0.6327 FCFS ALGORITHM WITH POSTPONED SUCCESSES

i = 1 :

p

coll

(1− p)

succ

i = 2 :

p (1− p)p

coll

(1− p)2
succ

i = 3 :

p (1− p)p (1− p)2p

coll

(1− p)3
succ

...

Figure 4.2: Illustration of the probability p0,1 for the 0.6327 algorithm.

is given by:

p1,1 =
∞∑
i=1

(1− (1 + pR′i)e
−pR′i)(1− p)R′ie−(1−p)R′i ,

where R′i = λβ0(1− p)i−1. Notice, a short CRP always has an initial window larger than
β0, however, the first right branch is always of size β0.

To determine the probability that an arbitrary CRP is standard or short, we set up a
two-state discrete time Markov chain with transition matrix

P =
[

p0,1 1− p0,1

1− p1,1 p1,1

]
.

The invariant vector π = (π(0), π(1)) of this transition matrix P gives us the probabilities
π(0), π(1) that a given CRP is standard or short respectively, by:

π(0) =
1− p1,1

1− p1,1 + p0,1
, π(1) =

p0,1

1− p1,1 + p0,1
.

Next, we need to determine the mean time L̇N and L̈N , in time slots, required to
resolve a conflict of size N , for both a standard CRP and a short CRP. Before we proceed,
we must define to which CRP a slot belongs, since a short CRP is started before the
previous CRP has finished completely. That is, when a short CRP is started, it takes one
or two slots before the postponed arrival of the previous CRP is transmitted successfully.
Only the last of these possible two slots will be associated with the previous CRP. More
precisely, in case there is no new arrival in a short CRP, a single slot is transmitted
(containing the postponed success of the previous CRP): this slot is considered part of
the previous CRP. Otherwise, the second slot of this short CRP will contain the postponed
success and thus is associated with the previous CRP, while the first slot, containing also
the new arrivals, is part of the current, short CRP.

Using these definitions, we now argue that L̇N = L̈N = L̄N for N > 0, with L̄N
expressed by Equation (4.2), while L̇0 = L̄0 = 1 and L̈0 = 0. Clearly, for a standard
CRP with no postponed success, this follows readily. When a success in a standard CRP
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is postponed to the following short CRP, we count one of the slots in the subsequent
short CRP as part of the standard CRP, while saving the postponed slot in the standard
CRP, resulting in L̇N = L̄n. For a short CRP with no new arrivals, the only slot that is
transmitted after the start of the CRP, is part of the previous CRP, as defined previously,
so L̈0 = 0. For a short CRP with new arrivals and no postponed success, we see that
the root of the collision tree for this CRP (including the previously postponed success)
minus its left branch (containing only the postponed success) results in the right branch
slot, containing only the new arrivals. From these three slots, the root is effectively
transmitted; the left branch slot is also transmitted, however it is counted as belonging to
the previous CRP. In this manner, the right branch, which is obtained using SIC, induces
a collision resolution tree, identical to a standard CRP, with the same number of slots.
For a short CRP with a postponed success, we can use a similar argument as for the
standard CRP. Thus, we obtain L̈N = L̄N for N > 0.

Given Poisson arrivals with rate λ, an initial window of size α0 and β0 for standard
and short CRPs respectively, the average length E{k} of a CRP can be calculated as
follows:

E{k} =
∞∑
N=0

L̇Nπ(0)(λα0)Ne−λα0 + L̈Nπ(1)(λβ0)Ne−λβ0

N !
.

The average distance E{s} that the starting point of the allocation window advances
between two (initial) R windows equals:

E{s} = π(0)α0 + π(1)β0.

Similar to the previous algorithms, we have a stable system if

λ <
λE{s}
E{k}

,

where the right hand side of this equation is a function f of λα0 and λβ0. By numerically
maximizing this function, denoting (xmax, ymax) as the point in which the maximum is
reached and f(xmax, ymax) as the maximum value, we obtain the highest possible MST
λmax for p = 0.5 by setting α0 = xmax/f(xmax, ymax) and β0 = ymax/f(xmax, ymax). For
the function above, the maximum is reached in (λα0, λβ0) = (1.8016, 1.0156), resulting
in α0 = 2.8517,β0 = 1.6078 and λmax = 0.6317.

As with the previous algorithm, the optimal p is however not located in p = 1/2. The
optimal MST corresponds to setting p = 0.474, obtaining a maximum in (λα0, λβ0) =
(1.8170, 1.1017) as illustrated by Figure 4.3, which results in α0 = 2.8717, β0 = 1.6067
and λmax = 0.6327. These values have also been confirmed using simulation experiments.
Intuitively, a similar argument as in Section 4.2 applies, to explain that the optimal p is
less than < 0.5. However, as the penalty for splitting coll − 1 is now slightly reduced,
a slightly less asymmetric splitting is required, implying that the optimal p exceeds the
0.471 of Section 4.2.
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Figure 4.3: Illustration of the optimal point (λα0, λβ0) = (1.8170, 1.1017), for the 0.6327 algo-
rithm, for p = 0.474. The throughputs for the various combinations are indicated.
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Figure 4.4: New case where the 0.6334 algorithm also combines the last success with a small
part of the next CRP.

4.4 An Improved 0.6334 FCFS Algorithm with Post-
poned Successes

The modification introduced in the previous algorithm can also be applied in some more
cases. Consider the last success of the CRP and suppose it has a conflict in its corre-
sponding left branch. Previously, the modification was only applied when such an event
occurred at the very end of the initial arrival window. However, if there is no other arrival
between the last success and the end of the initial arrival window, as illustrated by Figure
4.4, the modification can also be applied. In such cases, one or more empty slots may
follow (in a depth-first-search order) the last success in the collision tree.

The same algorithm as indicated in the previous section can be used, except that an
idle slot on the right (i.e., rule R1) no longer prevents the following CRP from being
short.
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Performance Analysis

The analysis of this new algorithm is more involved than the previous one, as the prob-
abilities pi,j that a type i CRP is followed by a type j CRP (i, j ∈ {0, 1}) are harder
to determine. First, we find all possible tuples of the form (C, S,R), with C, S and R
representing fractions of the initial window. C and S correspond to intervals of a left and
right child of the same parent node, while R is the fraction of the initial arrival window
located right of the S window. Each of these tuples will result in a short CRP following
the current CRP; for example, starting in a standard CRP, if we have a collision in an
interval of length Cα0, a success in an interval of length Sα0 and no arrival in the re-
maining interval Rα0, the next CRP is short. The set of all tuples can be constructed on
a per level base: define Si as the set of tuples (C, S,R), with the corresponding parent
node of C and S at depth i in the collision tree. Then, for i = 0, we have

S0 = {(p, 1− p, 0)}.

For i > 0, we can have the success S in either the main left or the main right branch; for
the main left branch (fraction p), the entire right branch (fraction 1−p) has to be empty,
while when the success occurs in the right branch, there is no additional requirement for
the left branch. This yields that Si can be constructed recursively as follows:

Si = {(pC, pS, pR+ (1− p))|(C, S,R) ∈ Si−1}
∪{((1− p)C, (1− p)S, (1− p)R)|(C, S,R) ∈ Si−1}.

For p = 0.5, we can provide simple closed expressions for the tuples belonging to Si:

Si = {(2−i−1, 2−i−1, 2−ik)|k = 0, . . . , 2i − 1}.

The probability p0,1 of having a standard CRP followed by another short CRP now
becomes:

p0,1 =
∑

(C,S,R)∈{S0,S1...}

(1− (1 + λα0C)e−λα0C)λα0Se
−λα0Se−λα0R.

Similarly, the probability p1,1 of having a short CRP followed by a short CRP is given
by:

p1,1 =
∑

(C,S,R)∈{S0,S1...}

(1− (1 + λβ0C)e−λβ0C)λβ0Se
−λβ0Se−λβ0R.

For p = 0.5, this can be simplified to:

p0,1 =
∞∑
i=1

(1− (1 + Pi)e−Pi)Pie−Pi

2i−1−1∑
k=0

e−2kPi

 ,

p1,1 =
∞∑
i=1

(1− (1 + P ′i )e
−P ′i )Pie−P

′
i

2i−1−1∑
k=0

e−2kP ′i

 ,

with Pi = λα02−i and P ′i = λβ02−i. Notice, if we only consider tuples of the form
(C, S,R) ∈ Si with R = 0, we obtain the same expressions as for the previous algorithm.
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Figure 4.5: Illustration of the optimal point (λα0, λβ0) = (1.8207, 1.1082), for the 0.6334 algo-
rithm, for p = 0.476. The throughputs for the various combinations are indicated.

By numerically maximizing the resulting function, we obtain the highest possible MST
λmax of 0.6325 for p = 0.5 in α0 = 2.8548 and β0 = 1.6093. Choosing p = 0.476, we obtain
a maximum in α0 = 2.8743 and β0 = 1.6074, as demonstrated by Figure 4.5, resulting
in an MST of λmax = 0.6334. These values have also been confirmed using simulation
experiments. Similar to Section 4.3, the penalty for splitting coll− 1 is now even further
reduced, providing an intuitive explanation for an even more symmetric splitting.

4.5 Conclusion

In this chapter, we introduced a number of novel blocked access tree algorithms, which
use IC. These algorithms were designed such that, at all times, at most one signal must be
stored. An MST as high as 0.6620 was achieved. Starting from this non-FCFS algorithm,
we showed how to limit the penalty for making it FCFS, by postponing successes from
one CRP to the next CRP. For each algorithm, we showed how to assess its performance
in terms of the MST. The highest MST achieved in this manner was 0.6334 using an
FCFS algorithm with a single signal memory location.
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Chapter 5

K-memory Tree Algorithms

Up until now, we considered the case where only one signal memory location was available,
as a means to construct a more practical IC based algorithm, which does not require
infinite signal memory locations. An interesting question is how many memory locations
are necessary to achieve an MST close to the performance of the SICTA algorithm, which
requires an unbounded number of signal memory locations. In this chapter, assumptions
I1− 3 and I5, as defined in Section 1.1, apply.

Suppose that we have K > 1 memory locations, instead of just one. The idea is to use
the first memory location in an identical manner as in the algorithms introduced in the
previous chapter, to construct a blocked access tree algorithm with IC. The remaining
c = K − 1 memory locations will be used as a cache. Note that only collisions that split
in at least two users on the left and at least two on the right are the ones where the cache
memory will be required. The remaining design question is what replacement policy to
use in the cache. We will investigate two policies. In the first, persistent policy, items
will remain in the cache, until they are used. This implies that once a cache location is
filled, new items will not be cached, until one cached item is reused. The second policy, a
least recently used (LRU) based policy, will always store new items in the cache, possibly
at the cost of removing older items. Notice, once a cached signal is reused, there is no
further use for it, so it can be removed from the cache.

In the first section we will consider the general, non-FCFS case, while the FCFS order
preserving algorithms will follow in the next two sections.

5.1 General K-memory Tree Algorithms

5.1.1 Persistent Cache Policy

In the persistent cache policy case, signals will remain cached, until they are used again.
As such, when new signals are discovered while the cache is full, these new signals are
not stored. If we define LPERN,c as the average time required to resolve a collision of N
items, with c available cache item positions, we need LPERN,K−1 to determine the MST of
the algorithm, as c = K − 1. This algorithm leads naturally to the following approach
to analyze its performance. The case where we have c = 0 cache positions, is identical
in operation as the 0.6620 stack based algorithm (see Section 4.1). For the other cases,
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several situations require the use of one cache location, reducing the effective number of
free cache locations by one. Notice, that this is only required for the left subset; once
this subset is entirely resolved, the corresponding cache location is freed and the receiver
can continue with the same cache space as before. In any situation, whether the right
node can be skipped (in the future) is determined as soon as the left node is transmitted.
Indeed, at this point, the IC operation can determine whether or not both left and right
node contain a collision and thus require a cache location. Only if this cache location is
available, the right node can be skipped. Thus, as long as we have one or more cache
positions available, we can skip the right slot:

LPERN,c =



LN c = 0,
1 c > 0, N < 2,

N−2∑
i=2

(
N

i

)
pi(1− p)N−i

(
LPERi,c−1 + LPERN−i,c

)
+(pN + (1− p)N )(LPER0,c + LPERN,c )

+N(p(1− p)N−1 + δN>2p
N−1(1− p))(LPER1,c + LPERN−1,c) otherwise,

(5.1)

with LN as defined in Section 4.1.2. Notice, the 1-term in Equation (4.1) has disappeared
for the case where c > 0 and N ≥ 2, as every right slot can now be skipped. The other
terms in this expression represent the cases which differ from the default behavior (i.e.,
for i = 0, 1, N − 1, N).

5.1.2 LRU Cache Policy

The second policy always stores the most recent signals. During further contention res-
olution, possibly older signals are removed from the cache before they are used again.
This implies that determining whether the right node can be skipped cannot always be
determined once the left node has been transmitted. So, before we can analyze the mean
LLRUN,c as the average time required to resolve a collision of N items, with c cache items
and an LRU policy, we need to determine the probability RN,c that the right node cannot
be skipped (in the future). Or in other words, RN,c contains the probability that during
the resolution of N users at least c memory locations are required at some point in time.
Remark that the case with exactly two users in collision does not require an additional
memory location.

RN,c =



1 c = 0,
0 c > 0, N ≤ 2,

N−2∑
i=2

(
N

i

)
pi(1− p)N−i (1− (1−Ri,c−1)(1−RN−i,c))

+(pN + (1− p)N )RN,c

+N(pN−1(1− p) + p(1− p)N−1)RN−1,c otherwise.

(5.2)

Now, computing LLRUN,c is straightforward, assuming that each right node can be skipped,
except when the resolution of the left branch requires all memory locations available, if
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(a) p = 0.5

MST
K Persistent LRU
1 0.66204 0.66204
2 0.68898 0.68903
3 0.69277 0.69277
4 0.69312 0.69312
5 0.69314 0.69314

(b) p close-to optimal

MST
K Persistent LRU Optimal p
1 0.66204 0.66204 0.5
2 0.68900 0.68904 0.4972
3 0.69277 0.69278 0.4993
4 0.69312 0.69312 0.4999
5 0.69314 0.69314 0.5

Table 5.1: MSTs for the K-memory tree algorithm.

one location is also needed for the right branch (i.e., there are at least two users). Remark
that LLRUN,c is not recursively defined in function of LLRUN,c−1:

LLRUN,c =


1 N < 2,

N∑
i=0

(
N

i

)
pi(1− p)N−i

(
LLRUi,c + LLRUN−i,c + δi≥2δN−i≥2Ri,c

)
otherwise.

(5.3)

5.1.3 Numerical Results

When operating under the persistent cache policy, a single slot typically occupies the
cache longer than in the LRU case, intuitively, the LRU policy should therefore achieve
a higher MST.

If we apply the same method as for other windowed access algorithms, we have to
optimize the following equation:

λ <
λα0∑∞

N=0 L
∗
N

(λα0)Ne−λα0

N !

,

as a function of λα0, with ∗ either LRU or PER. The results are presented in Table
5.1. Here we see the MSTs for both algorithms, in case p is chosen to be 0.5. Indeed,
the LRU policy achieves a higher MST, but the difference is small. This comes as no
surprise, as some careful considerations demonstrate that the algorithms only differ in
their operation when there are at least six initial colliders (when K = 2). In terms of the
number of skipped slots, we require at least eight initial colliders, see for example Figure
5.2. Since windows having that many participants are rare, the influence on the MST is
small. By choosing a (close-to) optimal p, the MSTs can be marginally increased. This
asymmetrical optimal choice for p can be explained by the difference between a left and
a right branch. Indeed, since there can be more cache locations available for the right
branch, having slightly more arrivals in this right branch is optimal.

The effect of the initial arrival window is shown in Figure 5.1. Here, we see that
the optimal number of arrivals (and thus the initial window size) increases as a function
of K. This can be intuitively understood since during the resolution of larger collisions
more splittings into at least two arrivals in both branches occur, in which case more
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Figure 5.1: Throughput for general K-memory windowed access algorithms, with p = 0.5. x
represents the average number of users in an initial window. The gated access CAP corresponds
to x =∞.

memory locations are beneficial. We see also that the difference between the LRU and
the persistent policy becomes more pronounced for larger initial windows. The persistent
policy typically skips slots close to the root, whereas the LRU policy skips mostly slots
close to the leafs. Letting the initial window size tend to infinity (i.e., gated access)
strongly reduces the effect of the additional memory locations for the persistent policy.
Intuitively, one might expect that this algorithm coincides with the single memory location
algorithm of Section 4.1; simulation runs support this intuition.

5.2 FCFS K-memory Tree Algorithm

In this section, we will discuss the FCFS variants of the previous algorithms. To modify
the two previous algorithms, we can just remove the rules which violate the FCFS order.
Indeed, as we saw already in Section 4.2, the only cause of FCFS violations, is detecting
a success on the right, while we still have to solve a collision on the left. Otherwise, if a
collision is on the right, it will not be processed until the left collision is solved. Therefore,
we easily end up with two FCFS algorithms with K memory locations, by refraining from
skipping the right slot in case of a collision on the left.

5.2.1 Persistent Cache Policy

If we define L̄PERN,c as the average time required to resolve a collision of N items, with c
available cache positions, for the FCFS K-memory with persistent cache policy, we get
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Figure 5.2: Smallest example where the LRU and persistent cache policy differ in terms of the
number of skipped slots, with K = 2 memory locations. The gray ellipses indicate the skipped
slots.

the following expression:

L̄PERN,c =



L̄N c = 0,
1 c > 0, N < 2,

N−2∑
i=2

(
N

i

)
pi(1− p)N−i

(
L̄PERi,c−1 + L̄PERN−i,c

)
+(pN + (1− p)N )(L̄PER0,c + L̄PERN,c )

+N(p(1− p)N−1 + δN>2p
N−1(1− p))(L̄PER1,c + L̄PERN−1,c)

+δN>2Np
N−1(1− p) otherwise,

(5.4)

with L̄N as defined in the 0.6272 algorithm (see Section 4.2). The only difference with
LPERN,c is the last term, which represents the additional cost of one slot for splitting a
collision of N > 2 into N − 1 and 1.

5.2.2 LRU Cache Policy

Similarly, we can define L̄LRUN,c as the average time required to resolve a collision of N
items, with c available cache positions, for the FCFS K-memory with LRU cache policy:

L̄LRUN,c =


1 N < 2

N∑
i=0

(
N

i

)
pi(1− p)N−i

(
L̄LRUi,c + L̄LRUN−i,c + δi≥2δN−i≥2Ri,c

)
+δN>2Np

N−1(1− p) otherwise,

(5.5)

with RN,c as defined in Section 5.1.2.
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(a) p = 0.5

MST
K Persistent LRU
1 0.62605 0.62605
2 0.64207 0.64208
3 0.64279 0.64279
4 0.64280 0.64280
5 0.64280 0.64280

(b) p close-to optimal

MST
K Persistent LRU Optimal p
1 0.62721 0.62721 0.4710
2 0.64380 0.64380 0.4671
3 0.64450 0.64450 0.4675
4 0.64450 0.64450 0.4675
5 0.64450 0.64450 0.4675

Table 5.2: MSTs for the FCFS K-memory tree algorithm.
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Figure 5.3: Throughput for FCFS K-memory windowed access algorithms, with p = 0.5. x
represents the average number of users in an initial window.

5.2.3 Numerical Results

In Table 5.2, we see the MSTs for both algorithms, in case p = 0.5. Once more we find
that the LRU policy achieves a higher MST; the difference is still rather limited. Figure
5.3 shows that when a higher, non-optimal window size is chosen, this difference increases
again. In contrast with the non-FCFS algorithm, the optimal window size is now limited
at around x = 2.1, regardless the number of memory locations. This can be explained by
observing that in a collision of two users all right slots can be skipped, which is no longer
the case for three or more arrivals, even when enough memory locations are available.
Thus, a collision of two users can be resolved more efficiently (in terms of N/LN ) than
three or more arrivals, suggesting a maximum around 2.

Similar to the previous algorithm, an optimally chosen p can increase the MSTs even
further. Here, we see that increasing K to infinity does not increase the MST to 0.6931,
as we will never be able to skip the success slot on the right (with a collision on the left).
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5.3 FCFS K-memory Tree Algorithm with a Signal
Buffer

In the previous section, constructing an FCFS order preserving algorithm with K memory
locations, failed to reach the 0.6931 MST, as K grows. In this section, we will explore an
alternative FCFS algorithm. While the previous approach demanded that the successes
on the right are retransmitted, we will now also store these signals in a cache, and deliver
the corresponding packet only after all previous collisions have been solved. As such, we
will use some of the K signal memory locations as a sort of finite buffer for success signals,
to rearrange the packet order.

5.3.1 Persistent Cache Policy

Let us define ¯̄LLRUN,c as the average time required to resolve a collision of N items, with
c available cache positions, for the FCFS K-memory with signal buffering and persistent
cache policy. The difference with LLRUN,c is twofold. First, if we run out of memory
locations, we have the same behavour as in the 0.6272 algorithm (see Section 4.2). And
second, if a collision of N > 2 splits into N − 1 and 1, this event will require a signal
memory position. As a result, we have that

¯̄LPERN,c =



L̄N c = 0,
1 c > 0, N < 2,

N−1∑
i=2

(
N

i

)
pi(1− p)N−i

(
¯̄LPERi,c−1 + ¯̄LPERN−i,c

)
+(pN + (1− p)N )( ¯̄LPER0,c + ¯̄LPERN,c )

+N(p(1− p)N−1)( ¯̄LPER1,c + ¯̄LPERN−1,c) otherwise,

(5.6)

with L̄N as defined in the 0.6272 algorithm (see Section 4.2). Remark, since the first sum
now includes i = N − 1, the case where N = 2 splits into 1 and 1 is properly dealt with.

5.3.2 LRU Cache Policy

For the LRU cache policy, we have to define a new R̄N,c, containing the probability that
during the resolution of N users with the signal buffered K-memory FCFS algorithm
at least c memory locations are required at some point in time. That is, we have to
incorporate the need for an additional memory location for (N − 1, 1) splits as follows:

R̄N,c =



1 c = 0
0 c > 0, N ≤ 2

N−1∑
i=2

(
N

i

)
pi(1− p)N−i

(
1− (1− R̄i,c−1)(1− R̄N−i,c)

)
+(pN + (1− p)N )R̄N,c +Np(1− p)N−1R̄N−1,c otherwise.

(5.7)

Notice, NpN−1(1 − p)R̄N−1,c−1 is now included in the initial sum, for i = N − 1. And
finally, ¯̄LLRUN,c , associated with the average time required to resolve a collision of N items,
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(a) p = 0.5

MST
K Persistent LRU
1 0.62605 0.62605
2 0.67554 0.67576
3 0.68986 0.68988
4 0.69270 0.69270
5 0.69310 0.69310

(b) p close-to optimal

MST
K Persistent LRU Optimal p
1 0.62721 0.62721 0.4710
2 0.67612 0.67633 0.4821
3 0.68994 0.68996 0.4936
4 0.69271 0.69271 0.4985
5 0.69310 0.69310 0.4998

Table 5.3: MSTs for the FCFS K-memory tree algorithm with signal buffering.

with c cache, for the FCFS K-memory with signal buffering and LRU cache policy, is as
follows:

¯̄LLRUN,c =


1 N < 2

N∑
i=0

(
N

i

)
pi(1− p)N−i

(
¯̄LLRUi,c + ¯̄LLRUN−i,c + δi≥2δN−i≥1R̄i,c

)
otherwise.

(5.8)

5.3.3 Numerical Results

In Table 5.3 we see the MSTs for both algorithms for p = 0.5. Similar to the previous al-
gorithm, an optimally chosen optimal p can increase the MSTs even further. As expected,
using (part of) the signal memory as a buffer for packet reordering suffices to achieve an
MST as close to ln(2) = 0.6931 as possible, now with FCFS order preservation. As Fig-
ure 5.4 illustrates, the throughput for different initial arrival window sizes resembles the
non-FCFS algorithm, as K becomes larger.

5.4 Conclusion

In this chapter, we showed how our previous algorithms can be extended to K signal
memory locations. As K increases, we can obtain throughputs arbitrarily close to the
SICTA algorithm, the MST of which equals ln(2) = 0.6931; indeed for K = ∞ both
algorithms coincide. The results also show that choosing K around 5, is already sufficient
to obtain an MST ∈ [0.693100, 0.693147].

If an FCFS order is a prerequisite, simply letting the out-of-order packets retransmit
is not sufficient to obtain an MST arbitrarily close to 0.6931. Instead, some sort of
signal buffering is required, which prevents the out-of-order packets from having to be
retransmitted.
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Figure 5.4: Throughput for FCFS K-memory windowed access algorithms with signal buffering,
with p = 0.5. x represents the average number of users in an initial window.
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Chapter 6

Free Access Interference
Cancellation

In this chapter we introduce a novel tree algorithm using SIC for the more difficult free
access CAP (see Section 1.1). Free access removes the restriction from the transmitting
stations to monitor the channel at all times; instead they can just join in as new packets
become available. Moreover, our algorithm stores at most one signal at a time, achieving
minimal signal memory requirements. To determine the MST of our algorithm, we rely
on matrix analytic methods. More specifically, as in [53, 54] for the standard CTM
algorithms, we develop a tree-like process [5] such that this process is ergodic if and only
if the algorithm is stable under the specified arrival process. Using a bisection algorithm,
we subsequently determine the MST for various Markovian arrival processes (and not
just the Poisson process for which an MST of 0.5698 is realized). Using the approach
taken in [53], the novel algorithm does not naturally result in a tree-like process and some
additional steps are required (as in [54] for some of the more advanced CTM members).
The originality of the modeling approach lies exactly in these steps as a more efficient
approach is taken that does not require us to expand the state space (as was done in [54]).

We will be using a very similar channel model as in the previous chapter, however,
now we do not restrict1 ourselves to default Poisson (or Bernoulli) arrivals, as our analysis
technique will allow us to study any discrete-time batch Markovian arrival process (D-
BMAP)[53].

On top of assumptions I1−3 and I5, also I7 is required, as defined in Section 1.1. We
will see how we can exploit this additional assumption, to improve the MST, and make
the algorithm less complex.

6.1 The Free Access IC Algorithm

The basic approach of our proposed algorithm consists of performing a standard tree
algorithm, very similar to our previously proposed 0.6620 stack-based algorithm (see
Chapter 4). As in SICTA, some slots are skipped if enough information can be derived
from the previous slots and the signal memory. Determining slots that can be skipped is

1The results of previous chapters are also valid for D-BMAPs for the gated access schemes.
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(a) Resolution Tree

ABC
DEF BCF BCF C BF F B ADEADE A DE D EBasic:

ABC
DEF BCF BCF C BF F B ADEADE A DE D ESICTA:

ABC
DEF BCF BCF C BF F B ADEADE A DE D E1-MEM:

(b) Slots

Figure 6.1: Comparison of our proposed free access SIC algorithm using only one memory
location to store signals with SICTA. A collision of six users A, B, C, D, E and F transmitting
simultaneously in the first slot, is resolved. As we compare here a free access with a blocked access
algorithm, we consider the scenario where no new arrivals occur after the first initial collision
slot.

straightforward in the case of SICTA, since every right child is retrieved by subtracting
the signal of its (left) sibling from their common parent. With free access however, this
does not hold in general, since new arrivals may render the subtracted signal meaningless.
As such, we will skip a right slot only if the IC guarantees sufficient knowledge about the
contents of this slot.

Also similar to our proposed 0.6620 stack-based algorithm, when the resolution of
one conflict requires us to solve another conflict first, the single signal memory location
prevents us from storing both conflict signals. Therefore, we only skip a right child of
a collision slot, if we are certain of its content or its left sibling is successful or idle. In
Figure 6.1, this is why the first ADE slot cannot be skipped, as opposed to SICTA.

Where free access mostly causes disadvantages, here it can be beneficial in one par-
ticular case, compared to the 0.6620 blocked access variant. Suppose that every user in
a collision chooses the left branch. Originally, this situation was detected as both the
parent and the left child slot hold the same signal. Under free access, a single new arrival
in this left child slot can now be detected and recovered successfully, by performing an
IC subtraction of the parent from its left child.

Due to the free access, any success occurring in a left slot may either be a retransmis-
sion of the previous collision, or a new packet arrival. To distinguish between both cases
(which is required as we need to know which signal will be stored for later use, see Section
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Rule Conditions Actions
Current slot IC Feedback Saved signal

R1 Collision ss = cs Sr/Co/ · ss′ = cs
R2 Collision ss− cs valid Sr/Co/ · ss′ = cs
R3 Collision cs− ss valid Sr/Co/ · ss′ = ss
R4 Collision otherwise · /Co/ · ss′ = cs
R5 Success ss− cs valid Sr/ · / · ss′ = ∅
R6 Success ss = ∅ · / · / · ss′ = ∅
R7 Success and new otherwise · / · /Sc ss′ = ss
R8 Success and old otherwise · / · /Sc ss′ = ss− cs
R9 Idle ss 6= ∅ · / · /Sc ss′ = ss
R10 Idle ss = ∅ · / · / · ss′ = ∅

Table 6.1: All possible scenarios a receiver may encounter; depending on each state, different
feedback is provided to the users, while updating the saved signal. The IC operation result is
considered as valid when it contains exactly one packet.

4.1), we make use of a control bit, indicating whether a transmission is a first transmission
or a retransmission (assumption I7). In the original CTM algorithm [6, 51], it suffices for
each user to store a single counter cc ≥ 0. This integer counter represents the number of
sets that still require resolution until a user is allowed to retransmit. However, the use of
the control bit/field in our algorithm also requires the use of a single flag first per user,
indicating whether the current message has been transmitted once, or more than once.

The individual counters cc are updated on the receipt of channel feedback, provided
by a receiver. In our algorithm, the same feedback values as in Section 4.1 are used: ·/ ·/·,
·/Co/·, ·/ · /Sc, Sr/Co/· and Sr/ · /·.

The receiver side

The receiver side behavior can be summarized in ten rules (R1 to R10), which will provide
the appropriate feedback to the users, based on the content of the current slot cs and a
single memory location ss, potentially holding a saved signal. In this process, the receiver
will store at most one signal at a time, being in ss, to serve as a reference for IC. Notice,
the control bit/field is only used to distinguish between rules R7 and R8. If the current
node is a left branch of the resolution tree, the memory location ss will contain the joint
signal of all the users who selected this node or its corresponding right branch. Otherwise
(i.e., for right branches and the root node), the location ss should be empty, that is,
ss = ∅.

In Table 6.1, all receiver rules are summarized. This table is similar to Table 4.1 of
the blocked access variant; rule R3 is now introduced as cs − ss may contain a single
new arrival, and rules R7 and R8 need to differentiate between an initial transmission
and a retransmission to determine which signal to save; both cases indicate that the right
set (i.e., the next slot) is certainly in conflict. Recall, when ss 6= ∅, the current slot is
necessarily a left node in the conflict resolution tree. The remaining rules remain the
same, except for the different rule numbers; we refer to Section 4.1.

63



6.2. ANALYSIS THROUGH MATRIX ANALYTIC METHODS

·/ · /· ·/Co/· ·/ · /Sc Sr/ · /· Sr/Co/·
cc = 0 −1 0/1 −1 −1 -1* or 0/1
cc = 1 0 2 0/1 −1 −1
cc ≥ 2 cc− 1 cc+ 1 cc cc− 2 cc

Table 6.2: User action table for the 0.5698 algorithm, depending on the feedback. ∗ applies only
if the current packet was sent for the first time. A coin flip distinguishes between 0 and 1, in
case of 0/1, respectively for choosing the left or right branch.

The transmitter side

The transmitter part of the algorithm consists of updating the counter value cc. Based on
this value, a user may (re)transmit a message (cc = 0), postpone its transmission (cc > 0),
or consider the transmission successful (cc < 0). Updates on this value are based on both
the current value of the counter, and the feedback provided by the receiver. A summary
is given in Table 6.2, which is very similar to 4.2 except for the Sr/Co/· case, which now
may also indicate a new arrival in the left branch which can be decoded. For a discussion
of the remaining feedback signals, we refer to Section 4.1.

Feedback Sr/Co/· The receiver reports that the slot was unsuccessful, but he has
enough information to conclude that either zero or one message is present in the right
branch. The possible user of the right branch (cc = 1) can consider himself as successful;
while the users who transmitted in the previous slot have to make a splitting decision,
except for a user who transmitted for the first time; he may consider his message as
successfully received, as rule R3 must apply. Users not involved in either of these branches
(having cc ≥ 2) do not alter their counter value, as the number of unresolved groups
remains identical.

6.2 Analysis through Matrix Analytic Methods

In [53, 54] it was shown that the dynamics of the basic and modified CTM algorithms
under D-BMAP arrivals, can be captured using tree-like processes [5], which are equiva-
lent to the class of tree-structured Quasi-Birth-Death (QBD) Markov chains (MCs) [58].
For each algorithm, a tree-like process was constructed such that the Markov chain was
positive recurrent if and only if the CTM algorithm is stable for the D-BMAP process
under consideration, which allowed one to determine the MST for a variety of arrival
processes (including Poisson).

In this section we construct a similar tree-like process to determine the MST for the
algorithm introduced in the previous section. The construction is however far less obvious
as for the basic CTM algorithm due to the complications caused by the IC features. We
start by briefly describing the main properties of tree-like QBD MCs.

A tree-like process is a discrete-time bivariate Markov chain {(Xt, Nt), t ≥ 0}, where
Xt takes values on a (d + 1)-ary tree (and is termed the node variable) and Nt takes
integer values between 1 and h (and is termed the auxiliary variable). A (d+ 1)-ary tree
is a tree where each node (including the root node) has exactly d + 1 children labeled
0 to d. As such, each node in a (d + 1)-ary tree is uniquely represented by a string of
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integers J = j1j2 . . . jn, with 0 ≤ jk ≤ d and k ≤ n, via the path one needs to follow to
descend from the root node, denoted as ∅, to the node J . Strings of integers are written
in upper case, while an individual integer is represented in lower case. As a concatenation
operator, we will use the + symbol, so that if J denotes j1 . . . jn, J + k represents the
string j1 . . . jnk.

For {(Xt, Nt), t ≥ 0} to be a tree-like QBD MC the following restrictions need to
apply. First of all, only transitions from a node to its parent, to the node itself and to
one of its children are allowed. Moreover, the probability of a transition from a state of
the form (Xt, Nt) = (J + k, i) may only depend on i, except for transitions going to one
of the parent states (J, i′), in which case they may also depend on k. Or, more formally:

Pr[(Xt+1, Nt+1) = (J ′, i′)|(Xt, Nt) = (J, i)] = (6.1)

f i,i
′

J ′ = J = ∅,
bi,i
′

J ′ = J 6= ∅,
di,i
′

k J 6= ∅, f(J, 1) = k, J ′ = J − f(J, 1),
ui,i

′

s J ′ = J + s, s = 0, . . . , d,
0 otherwise,

(6.2)

where f(J, 1) denotes the last element of J , and J − f(J, 1) the deletion of the last
element of J . The probabilities f i,i

′
, bi,i

′
, di,i

′

k and ui,i
′

s are the (i, i′)th elements of the
h×h matrices F , B, Dk and Us respectively. These 2d+ 4 matrices fully characterize the
tree-like process and the matrices B +Dk +

∑d
s=0 Us are stochastic for all k = 0, . . . , d.

The basic binary CTM algorithm can be modeled using a tree-like QBD MC as follows:
the node variable Xt = j1, . . . , jn represents the string of backlogged terminals with ji
being the number of users whose counter cc equals i and the auxiliary variable Nt =
(Yt, Zt), with Yt the number of transmissions (i.e., users with cc = 0) at slot t and Zt the
D-BMAP state at time epoch t (see [53] for details). Consider the same stochastic process
(Xt, Nt), but for the tree algorithm proposed in the previous section. This stochastic
process (Xt, Nt) is not Markovian, as illustrated below.

Suppose that in slot t, Xt = J + 4 and Yt = 1. Consider the following two scenarios
for slot t− 1 :

• Xt−1 = J and Yt−1 = 5. Here, the receiver can deduce that slot t + 1 holds a
collision, causing this slot to be skipped. Thus, in case of a split of 4 into 2−2, this
give us Xt+1 = J + 2, and Yt+1 = 2.

• Xt−1 = J + 4 + 1 and Yt−1 = 1. In this case, slot t+ 1 is not known to be a conflict
(since there is no relevant saved signal), and thus will not be skipped, resulting in
Xt+1 = J and Yt+1 = 4.

Hence, simply keeping track of all the cc values is insufficient as we also need some info
about the feedback provided due to the stored signal ss. Also, even if the process was
Markovian, one finds that the process contains transitions to sibling and grand-parent
nodes, which are not allowed in the tree-like framework.

To circumvent these difficulties we could extend the state space of the stochastic pro-
cess {(Xt, Nt), t ≥ 0} and insert some artificial time epochs to create a tree-like process as
was done in [54] for other CTM variants. However, we will use a more efficient technique,
starting from the non-Markovian stochastic process {(Xt, Nt), t ≥ 0} that requires no
additional states.
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The idea behind this technique is to prevent the creation of difficult states. Difficult
states are those whose outgoing transitions could violate the Markov property, i.e., when
the transition would have to skip a slot. Instead, other states are selected which have the
same outgoing transitions, and maintain the Markov property. The resulting MC can be
seen as an MC where each collision that splits into one real and one skipped slot only
requires one slot to get resolved (initially), instead of two. This one slot then should
contain the users that still require further resolution after the actual left slot would have
been transmitted. For example, if a collision of 5 users would split in 1 and 4 users, with
no new arrivals, we will only model the creation of slot 4. In case both the real and
skipped slot contain exactly one user, while the original parent consists of two users, the
left branch is chosen. This technique will not only provide us a process that is Markovian,
but also eliminates transitions from a state to its grand-parent (which would happen when
a collision of two users splits into one and one) or a sibling node, resulting in a tree-like
QBD MC.

Assume a given realization {(Xt(w), (Yt(w), Zt(w))), t ≥ 0} of the stochastic process
{(Xt, (Yt, Zt)), t ≥ 0}. The chain {(Xt,Nt = (Yt, Zt)), t ≥ 0} is constructed recursively,
starting with the initial state t = 0, according to the following rules (Ri refers to corre-
sponding receiver action in Table 6.1). Also notice that we continue making use of Zt,
thus it suffices to discuss Xt and Yt. Figure 6.2 further illustrates this procedure.

Initial state
Set (X0(w),Y0(w)) := (X0(w), Y0(w))

Following states
(A) If ((Xt−1(w),Yt−1(w)) = (J, k) where k ≥ 2:

• Rules R1 to R3 and R5 cause us to skip the right branch. Therefore, there is no
need to add a 0 or 1 to Xt(w) as this 0 or 1 would be removed during the next
transition:

a. (Xt(w), Yt(w)) = (J + 0, k), then ((Xt(w),Yt(w)) = (J, k) (R1)

b. (Xt(w), Yt(w)) = (J+1, (k−1)), then set ((Xt(w),Yt(w)) = (J, (k−1)) (R2, 5)

c. (Xt(w), Yt(w)) = (J + 0, (k + 1)), then ((Xt(w),Yt(w)) = (J, k) (R3)

• Rule R9 implies that we will skip the right collision when a collision is split into an
idle and a collision slot, therefore we simply store k in the auxiliary variable Yt(w):

d. (Xt(w), Yt(w)) = (J + k, 0), then ((Xt(w),Yt(w)) = (J, k)

• If a single new arrival occurs, rule R7 may apply, in which case the 1 will be removed
during the next transition and the k would be split, therefore we simply store k in
Yt(w):

e. (Xt(w), Yt(w)) = (J + k, 1), then ((Xt(w),Yt(w)) = (J, k) (R7)

(B) If ((Xt−1(w),Yt−1(w)) = (J, k) where k ≥ 3 and (Xt(w), Yt(w)) = (J + (k−1), 1),
then ((Xt(w),Yt(w)) = (J, (k − 1)) as the 1 is removed in the next transition and k − 1
will be split (rule R8).
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ABCDE
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Basic:

(Xt, Yt):

(Xt,Yt)

(φ, 5) (2, 3) (21, 2) (212, 0) (21, 2) (211, 1) (21, 1) (2, 1) (φ, 2) (1, 1) (φ, 1)

(φ, 5) (2, 3) (21, 2) (22, 0) (21, 1) (φ, 2) (1, 1)

(φ, 5) (2, 3) (2, 2) (2, 2) (2, 1) (φ, 2) (φ, 1)

Figure 6.2: Illustration of the Markov chain associated with a collision tree. The corresponding
MC for the basic tree algorithm is provided as reference. The final MC (Xt,Yt) is constructed by
translating the stochastic process (Xt, Yt) using the provided rules. Initially, ss = φ.

(C) Otherwise, rule R4, R6 or R10 applies at time t and the standard CTM behavior
is followed; hence, set (Xt(w),Yt(w)) = (Xt(w), Yt(w)).

We note that this approach can also be applied for determining the MST of the modi-
fied binary CTM algorithm; allowing us to halve the number of states per node compared
to the approach used in [54], causing some gain in the time and memory complexity of
the approach.

The tree-like QBD MC (Xt,Nt) still has one unresolved issue: each node has infinitely
many children as an unbounded number of users might hold the same cc value. Therefore,
we introduce the MC (X dt ,N d

t ), which only allows d users with an identical cc value,
causing each node to have exactly d + 1 children. If more than d users attain the same
cc value, we simply drop some messages such that only d users have this value. We can
measure the impact of this operation by calculating the rate of lost messages (we refer
to the end of this section for more details). We increase d (typically d between 10 to 20
suffices), until this rate is negligible (< 10−6). For numerical evidence that this truncation
operation has no significant effect (for d large enough) we refer to [53] and [54].

We can now proceed with the description of matrices Dk, Us and B (the matrix F is
not required to determine the stability of the chain) that characterize the tree-like process.

The matrices Dk hold the transition probabilities that the chain (X dt ,N d
t ) goes from

state (J +k, (i, j)) to state (J, (i′, j′)). From the previous discussion we see that this only
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occurs if R6 or R10 applies, therefore, as in [53] we have

(Dk)(i,j),(i′,j′) =


(Ci′−k)j,j′ i ≤ 1, i′ ≥ k, i′ < d,∑
l≥d−k(Cl)j,j′ i ≤ 1, i′ ≥ k, i′ = d,

0 otherwise,
(6.3)

where the {Cn, n ≥ 0} matrices characterize the D-BMAP process and (Cn)j,j′ holds the
probability that n new arrivals occur, while the underlying state changes from state j to
j′.

The matrices Us hold the transition probabilities that the chain (X dt ,N d
t ) goes from

state (J + k, (i, j)) to state (J + ks, (i′, j′)). The first five lines are a consequence of the
transitions a. to e. in (A), the fifth line also captures the transitions in (B). The matrices
U ′s are identical to the ones specified in [53] for the basic binary CTM algorithm (case
(C)). The presence of the sixth line is necessitated by truncating the number of children
in the tree to d+ 1, when at least two arrivals occur nor rule R1 nor rule R3 applies; if d
is large enough these transitions become irrelevant:

(Us)(i,j),(i′,j′) =



0 i′ = i, s = 0, i 6= d,
0 i′ = i− 1, s = 1,
0 i′ = i+ 1, s = 0, i 6= d− 1,
0 i′ = 0, s > 1,
0 i′ = 1, s > 1,

pi1
∑
l≥2(Cl)j,j′ i ≥ d− 1, s = 0, i′ = d,

(U ′s)(i,j),(i′,j′) otherwise,

(6.4)

where p1 = p, p2 = 1− p and (U ′s)(i,j),(i′,j′) is defined by:

(U ′s)(i,j),(i′,j′) =


(
i
s

)
pi−s1 ps2(Ci′−(i−s))j,j′ i > 1, i ≥ s, i′ ≥ i− s, i′ < d,(

i
s

)
pi−s1 ps2

∑
l≥d−(i−s)(Cl)j,j′ i > 1, i ≥ s, i′ ≥ i− s, i′ = d,

0 otherwise.

(6.5)

The matrix B holds the transition probabilities that the chain (X dt ,N d
t ) goes from

state (J, (i, j)) to state (J, (i′, j′)). The first line captures cases a, c, d and e of (A), the
second and third case b. of (A) and (B).

B(i,j),(i′,j′) =


(pi1 + pi2)((C0)j,j′ + (C1)j,j′) i′ = i, i > 1
i(pi−1

1 p2 + p1p
i−1
2 )(C0)j,j′ i′ = i− 1, i > 2

2p1p2(C0)j,j′ i′ = 1, i = 2
0 otherwise.

(6.6)

The key component to determine the stability of a tree-like process lies in the compu-
tation of the h× h matrix V [58], which is the smallest nonnegative solution to

V = B +
d∑
s=0

Us(I − V )−1Ds. (6.7)

One easily sees that the (u, v)th element of V represents the taboo probability that the
first visit to node J 6= ∅ is to state (J, v) starting from state (J, u) under taboo of node
J − f(J, 1), i.e., the parent node of node J .
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A number of iterative schemes can be used to determine V [5]. For the numerical
results we made use of the following basic iterative algorithm:

V [0] = B (6.8)

V [N + 1] = B +
d∑
s=0

Us(I − V [N ])−1Ds. (6.9)

The recursion is repeated until the infinity norm of V [N + 1]− V [N ] is sufficiently small
(i.e., < 10−8). The stability of the tree-like process is then verified by checking whether
the matrices

Gk = (I − V [N ])−1Dk

are (numerically) stochastic [58].
To compute the amount of dropped traffic due to truncating the number of children of

a node to d+ 1, we can proceed as follows. First, define Rk = Uk(I − V [N ])−1. Next, we
continue by computing the 1× h steady state vector π of the MC {(X dt ,N d

t = (Ydt , Zt)),
t ≥ 0} when censored on the states of the root node ∅. By noticing that F = D0 + B,
one establishes that π(D0 +V ) = π, with π a stochastic vector (as V = B+

∑d
s=0 Us(I −

V )−1Ds). Due to the matrix geometric form of the steady state vector of a tree-like
process [58], the vector π(I − (R0 + R1 + . . . + Rd))−1 contains the probabilities that
(Ydt , Zt) equals (i, j) at an arbitrary point in time t. Denoting these probabilities as zij ,
we can count the number of successes λs per time epoch as follows. We count every slot
with exactly one transmission (the first term) plus the cases where a packet is retrieved
using IC: when in a collision of two both users choose a different group and no new
arrivals occur (the second term), when every user in a collision chooses the same branch
with exactly one new arrival (the third term) and when out of a collision of at least three
users only one user makes a different choice, with no new arrivals (the last term).X

j,j′

`
z1j + z2j2p1p2(C0)j,j′ +

X
i>1

zij(p
i
1 + pi

2)(C1)j,j′ +
X
i>2

ziji(p
i−1
1 p2 + p1p

i−1
2 )(C0)j,j′

´
.

The loss rate due to d is then found as λ − λs, where λ is the mean arrival rate of the
D-BMAP characterized by {Cn, n ≥ 0}.

6.3 Numerical Examples

Using the method described thus far, we determined the MST for the following well known
Markovian arrival processes: the Poisson process (abbreviated with PP (λ)), the Erlang
process (ER(λ, k)) and the Markov modulated Poisson process (M(λ1, λ2, e, f)), where e
and f reflect the mean sojourn time in state 1 and 2, respectively. The results are shown in
Table 6.3. We observe that for Poisson arrivals, a stable throughput of 0.5693 is achieved
using fair coins, while biased coins can slightly improve this result; choosing p = 0.471
improves the MST up to 0.5698. We saw that the blocked access variant of this algorithm
with an MST of 0.6620 performs optimal when p = 0.5 due to its symmetric operation.
The free access property however shifts the optimal p value as only right branch nodes
are skipped and therefore, on average, the left branches receive slightly more new packets.
As such, setting p somewhat smaller causes a minor improvement.
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MST with p = 0.5 Optimal p MST with optimal p
M(0, λ, 300, 300) [.5352, .5357] .434 [.5381, .5386]
M(0, λ, 30, 30) [.5370, .5375] .439 [.5394, .5399]

PP (λ) [.56933, .56938] .471 [.56983, .56988]
ER(λ, 2) [.58670, .58675] .481 [.58685, .58690]
ER(λ, 3) [.59493, .59498] .488 [.59500, .59505]
ER(λ, 4) [.59915, .59920] .493 [.59920, .59925]
ER(λ, 5) [.60143, .60148] .496 [.60143, .60148]
ER(λ, 15) [.60303, .60308] .500 [.60303, .60308]

Table 6.3: The MST for the proposed tree algorithm, with various Markovian arrival processes.
For each case, an interval is given, where the first number indicates a rate for which the chain was
stable, while the second number indicates a rate resulting in an unstable chain. The calculations
were repeated with a (close-to) optimal splitting probability p, indicating the benefits of using
biased coins.

For the other arrival processes, we can see the influence of the correlation on both
the throughput and optimal splitting probability p; higher burstiness typically results in
both a lower MST and a lower optimal p. Intuitively, collisions will occur more often
during the periods where the arrival process generates traffic at a rate above average.
For positive correlated traffic, selecting the second group might therefore postpone some
retransmissions to periods where the arrival process is less active. More deterministic
processes on the other hand have an optimal p close to 0.5. The latter can be understood
by considering that in case of a collision, typically two users transmit simultaneously; in
which case each user should preferably choose a different subset, which is most likely to
happen if p = 0.5.

The computation time required to investigate the stability of the tree-like process,
rapidly increases as the arrival rate approaches the MST. For example, on a Pentium-M
1.86GHz using MATLAB R2006b for Linux, in case of Poisson arrivals with p = 0.5 and
d = 12, the time to determine the stability of 0.56933 is 51s, while for 0.569 it only takes
3.6s. Also, as the correlation in the input traffic increases, more iterations are required
which further increases the computation times. This is why we present the stability
results in the form of an interval, determining the stability up to 10 digits would be too
time consuming. In Chapter 7, we will present an alternative analysis method, which will
determine the MST much more precise.

Apart from knowing whether the chain is stable, we can also compute its upward
drift, defined as the probability that a transition to the parent node is made minus the
probability that we make a transition to a child node, that is

π(I − (R0 + . . .+Rd))−1

(
Dke−

d∑
s=0

Use

)
,

where e is a column vector with all ones, and k any number between 0 and d, since all
Dke vectors are equal. This drift value is also used to determine the optimal p in case
the stability interval of two p values overlaps.
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6.4 Conclusion

In this chapter, we provided an IC assisted tree algorithm for the free access CAP. Com-
pared to the blocked access variant in Section 4.1, which demands that the transmitters
monitor the channel at all times, a significant reduction in the MST is noticeable. Yet,
compared to other free access algorithms, the addition of IC still provides a significant
benefit; the MST is improved from 0.4076 [42] up to 0.5693. Modeling this algorithm with
tree-like processes also allowed us to analyze the algorithm for a wide range of arrival pro-
cesses. The technique used to avoid the introduction of additional states introduced in
this chapter, can also reduce the time requirements to determine the MST of the modified
tree algorithm in [54].
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Tree Algorithms as Branching
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73





Chapter 7

Tree Algorithms as Branching
Processes

In the previous chapters of this thesis, we introduced and analyzed a set of tree algo-
rithms which rely on interference cancellation (IC) for the resolution of conflicts in the
feedback based contention channel. The maximum stable throughput (MST) of the free
access variant was determined up to four digits precision, using Quasi-Birth-Death (QBD)
Markov chains (MCs). In this chapter, we propose a novel method to determine the MST
of a large set of free access tree algorithms at any desired precision, with a much lower
time complexity.

The most important existing results for free access tree algorithms include [36, 51]
which studies the basic and modified q-ary algorithm, [56, 30] which deals with channel
errors, [24] which considers variable length packets. Also Chapter 6 used free access
where an IC mechanism is deployed. For blocked access many more variations have
been considered, they include channels with capture [45], control subchannels [47], multi
reception capabilities [31], etc.

The standard approach to analyze the MST of a free access algorithm [36, 51, 24]
relies on functional equations and requires some (involved) complex analysis. In this
chapter we propose a novel method to determine the MST of a free access algorithm and
demonstrate the ease of applying this methodology on various existing and novel tree
algorithms with free access. More precisely, we demonstrate how to reproduce the results
in [36, 51, 56, 30, 24] and Chapter 6 and determine among others the MST of the free
access equivalent of [45, 47, 31], in an almost plug-and-play manner. In each of these
settings we analyze multiple algorithms. It should also be clear from this demonstration
that the method can also be applied without much effort when some of these channel
conditions are combined.

The idea behind the proposed methodology exists in associating a multitype branching
process [37] with each of these tree algorithms (where the arrival process is part of the
process), such that the criticality of the branching process corresponds to the stability
of the tree algorithm. As the criticality of a branching process is easily checked by
comparing the dominant eigenvalue of its expectation matrix with one, we can set up
a simple bisection algorithm that requires hardly any work during each step, allowing
us to determine a highly accurate value for the MST. The approach is also applicable
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if we relax the Poisson arrival process assumption to any independent and identically
distributed (i.i.d.) arrival process. I.e., the probability of having k ≥ 0 new arrivals in an
arbitrary time slot can be denoted as bk. The Poisson process corresponds to the special
case where bk = λk

k! exp(−λ).
The method has one drawback, being that we need to upper bound the number of

users that can transmit simultaneously in a single slot by some d > 0. Even though
this could potentially increase the MST, we demonstrate that even moderate values of d
(≤ 20) typically suffice to get highly accurate results (15 digits or more) for the MST,
while setting d as large as a few hundred does not jeopardize the efficiency of the proposed
method.

In Chapter 6 and [53, 54], the MST of a number of free access algorithms was deter-
mined by constructing a tree structured QBD MC (that made use of the same parameter
d) such that the recurrence of the chain corresponded to the stability of the algorithm. In
principle, we can use this methodology for each of the algorithms analyzed here, even if
we wish to include Markovian components (such as Markovian errors or capture). How-
ever, setting up these Markov chains is much more involved (see [54] and Chapter 6).
Moreover, determining the stability for a specific arrival rate requires the solution of a
nonlinear matrix equation that is solved using a fixed point iteration with only linear
convergence. Even for the basic cases in [54] and Chapter 6, computing the MST to only
as many as 5 digits becomes very time consuming.

Finally, apart from computing the MST of a free access algorithm, we will demonstrate
that its corresponding branching process can also be used (i) to determine the probability
that a size i conflict gets resolved in a finite amount of time when the arrival rate exceeds
the MST, and (ii) the average collision resolution interval (CRI) duration given an initial
conflict of size i when the system is stable. We wish to remark that the association
between tree algorithms with free access and branching processes is not new [38], however,
the approach taken and problems studied in [38] are of a very different nature.

This chapter is structured as follows. The required background information on mul-
titype branching processes and a general description of the branching process approach
to determine the maximum stable throughput of a free access tree algorithm is given in
Section 7.1. Section 7.2 demonstrates this approach on ten different classes of tree algo-
rithms. Some limitations and other performance measures are briefly discussed in Section
7.3.

7.1 Maximum Stable Throughput via Branching Pro-
cess Theory

In this section we provide a general description of our proposed methodology after re-
viewing the necessary multitype branching process results.

7.1.1 Branching Process Background

A multitype branching process is a process which describes the evolution of the individuals
part of some population. Each individual is characterized by a type i, with i ∈ {1, . . . ,m}
for some m > 0 finite. The population of users evolves as follows. Given a single individual
of a given type i, this individual will die (after an exponential amount of time with some
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parameter µi, which is irrelevant for our purpose) either with or without generating some
offspring. Whether offspring is generated is independent of the number of individuals
and their types present in the population. In other words, with some probability ai the
individual dies without offspring, while with some probability Ai,j1j2...jr the individual
dies and generates an offspring of r individuals, the type of the k-th being jk. Clearly we
have,

ai +
∑
r≥1

m∑
j1,...,jr=1

Ai,j1j2...jr = 1, (7.1)

for i = 1, . . . ,m. Notice that this type of branching process is equivalent to a process that
allows individuals to change types or to generate offspring without dying, by regarding
the rightmost child as the continued life of the parent. When the population initially
starts with a single individual of type i, its evolution can be depicted using a tree rooted
by a type i branch, where each type k individual is represented as a type k branch.

An important question related to such a branching process is whether a tree rooted
by a type i branch, for i = 1, . . . ,m, becomes extinct in a finite amount of time with
probability one. To answer this question, it suffices to determine the m×m expectation
matrix M , whose (i, j)-th entry Mi,j contains the expected number of type j children of a
single type i individual. It is well known [37] that a multitype branching process becomes
extinct with probability one if and only if sp(M) ≤ 1, with sp(M) the largest eigenvalue
of the (nonnegative) matrix M , provided that the matrix M is irreducible (meaning, for
each i, j ∈ {1, . . . ,m} there exists an n ≥ 0 such that the (i, j)-th entry of Mn is strictly
positive1). For our purpose it will suffice to determine the matrix M , meaning there is
no need to compute the individual probabilities Ai,j1j2...jr and ai.

7.1.2 Free Access Tree Algorithms as Branching Processes

In this section we provide a general description of our methodology to determine the
MST of a free access tree algorithm by relying on the above-mentioned branching theory
result. In the next section we provide a detailed discussion for a multitude of free access
algorithms.

Roughly speaking, we will associate a branch with some of the time slots part of the
multiple access channel. Typically, these will be the slots holding c ≥ 2 packets (including
both new transmissions and retransmissions), that is, the collision slots. In some special
cases, we will also associate a branch with idle or successful slots, or even distinguish
between two types of slots that hold c packets, see Section 7.2. A slot holding c packets
is therefore regarded as a type c ≥ 2 branch. Depending on the splitting decisions and
possibly new arrivals, a collision slot may induce zero or more new collision slots, which
corresponds to the creation of offspring. More precisely, when a collision of c users occurs,
the c users involved are split into a number of groups, say G1 to Gq. Let ni be the number
of new arrivals that transmit in the slot that allows group Gi to retransmit and ci the
number of users that selected group Gi. Then, the number of type k ≥ 2 children of a
type c branch, equals the number of groups for which ci + ni = k.

By defining a branching process in the above manner, we find that a tree rooted by a
type c ≥ 2 branch will go extinct in a finite amount of time with probability one if and

1This can be checked in O(m+p) time using a Breadth-First-Search algorithm, where p is the number
of nonzero entries in M .
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only if the conflict of size c is resolved in a finite amount of time with probability one.
If all conflicts get resolved in a finite amount of time with probability one, the multiple
access algorithm is stable. Hence, to test the stability of an algorithm, we must check
whether the dominant eigenvalue of the corresponding matrix M is less than or equal to
one. Notice, as the amount of offspring is influenced by the number of new arrivals, the
probabilities bi of having i new arrivals in a slot affect the matrix M , as expected.

The current model still has one unresolved issue: we associated a type c branch with
each slot holding c packets. Clearly, this number c is in principle unbounded, meaning
we require an infinite number of types in the branching process. However, the branching
processes considered above only allow a finite number of types. To resolve this issue, we
introduce an approximation, that turns out to have little to no influence on the MST
as demonstrated in detail in the next section2. More precisely, we assume that at most
d users can coexist in a slot. Whenever a slot appears that holds more than d packets,
due to the arrival of new packets, we assume that some of these new arrivals are dropped
(i.e., lost). As demonstrated in the next section (where we investigate the influence of d
on the accuracy of the resulting MST), it turns out that even moderate values of d (e.g.,
d ≤ 20), result in highly accurate values for the MST.

Hence, to determine the MST of a free access algorithm, we propose the following
approach. Define a branching process (with d sufficiently large) by associating a branch
with (some of) the slots part of the multiple access channel and determine the expectation
matrix M , which is a function of λ, the arrival rate of the (Poisson) arrival process. As
the dominant eigenvalue sp(M) is a function of the arrival rate λ, we determine the MST
numerically by finding the point where this function reaches a value of 1. This can be done
easily by employing a bisection algorithm on (0, 1). The number of iterations required can
be further reduced by relying on the Brent/Dekker root finding algorithm on (0, 1). For
the model with multiple reception capabilities of Section 7.2.5, we clearly need to apply
the bisection algorithm on (0,m) as the MST can be larger than one. For some of the
models with a noisy channel (see Section 7.2.3), only the arrival rates λ ∈ (λmin, λmax)
result in stability, meaning sp(M) − 1 has two zeros in (0, 1). To determine both, we
first apply a golden section search on (0, 1), which returns the arrival rate λ̄ with sp(M)
minimal (assuming sp(M) is a unimodal function of λ). Next, we apply the bisection
algorithms on both (0, λ̄) and (λ̄, 1) to find λmin and λmax.

In the next section, we treat several existing and new tree algorithms with free access
using this branching process approach and determine their MST. From this multitude of
examples, it should be clear that many other variations of these free access algorithms
can be analyzed in an almost plug-and-play manner using this methodology.

7.2 Examples

7.2.1 Basic Tree Algorithm

7.2.1.1 Binary Tree Algorithm

We start by studying the binary tree algorithm and associate a type c branch to each
slot holding c packets for c ≥ 0, meaning initially we also include idle and success slots

2A similar approximation was used in [53, 54] and Chapter 6 where tree algorithms are modeled using
tree structured Markov chains.
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(as opposed to the discussion in the previous section). Due to the assumptions made by
the standard model in Section 1.1, slots holding only one or zero packets are successfully
received, hence we state that idle or success slots do not induce any other slots. Collision
slots however result in a conflict. Recall from Section 1.2.2 that the users involved in the
collision are always split into two new groups. The two slots in which these two groups
retransmit may be regarded as the offspring of the collision slot, meaning a collision slot
induces two other slots (that may also hold some new arrivals). Colliding users select the
first group with probability p, and the second group with probability 1− p, where setting
p = 0.5 is known to be optimal for the MST, which can be intuitively understood by the
symmetric operation of the algorithm.

The operation of the standard binary tree algorithm can be captured by a branching
process with the following finite expectation matrix M obtained by truncating the number
of packets that is allowed to coexist in a slot to d. To construct M , we first define the size
d+ 1 square matrix B(2), where entry B(2)

i,j contains the expected number of groups with
j packets after the size i collision is split (i.e., new arrivals are not taken into account by
B)

B
(2)
i,j =

{ (
i
j

)
(pj(1− p)i−j + pi−j(1− p)j) i ≥ 2, i ≥ j

0 otherwise.
(7.2)

Indeed, the expected number of groups that hold j packets equals the expected number
of left branches with j packets, which equals

(
i
j

)
pj(1 − p)i−j , plus the expected number

of right branches holding j packets, which equals
(
i
j

)
pi−j(1− p)j .

To determine the types of the 2 offspring slots, we must include the possible new
arrivals. We notice that a type i slot actually corresponds to a slot holding i−k ≥ 0 packets
that require retransmission, together with k new arrivals, for some k ≥ 0. Therefore, the
expectation matrix is given by B(2)E with E a square matrix of size d+ 1 with

E =



b0 b1 b2 b3 · · ·
∑∞
k=d bk

b0 b1 b2 · · ·
∑∞
k=d−1 bk

b0 b1 · · ·
∑∞
k=d−2 bk

b0 · · ·
∑∞
k=d−3 bk

. . .
...∑∞

k=0 bk = 1


,

where bk characterizes the i.i.d. arrival process, with bk = e−λλk

k! representing the Poisson
arrival process.

The branching process defined thus far holds type 0 and 1 branches, however, as these
branches never generate any offspring, the finiteness of the tree is not influenced if all
these branches were pruned. This means that we can simply ignore type 0 and 1 branches
and study the dominant eigenvalue sp(M), with

M = χ2(B(2)E), (7.3)

where χk(X) removes the first k rows and columns of a matrix X. Under Poisson arrivals
all entries of M are nonzero and as such the matrix is irreducible (if 0 < p < 1).

Finally, the MST can be calculated using a bisection algorithm on (0, 1) that deter-
mines the dominant eigenvalue of the expectation matrix M at each step. As B(2) is
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q MST
2 0.3601770279580446268284528
3 0.4015993701841809323892300
4 0.3992228263141945684577376
5 0.3872414075375053778824552
6 0.3733545985943108059381336
7 0.3597311236486659781602567

Table 7.1: MST of the basic q-ary tree algorithm.

independent of the arrival process, we only need to recalculate the matrices E and M
during each iteration.

7.2.1.2 q-ary Tree Algorithm

The standard binary tree algorithm has been generalized to a q-ary tree algorithm, where
instead of two slots, a colliding user can now choose out of q slots, each with probability
pi (such that

∑q
i=1 pi = 1). In a completely analogue manner as for the binary tree

algorithm we can construct a branching process by first constructing the matrix B(q):

B
(q)
i,j =

{ (
i
j

)∑q
k=1 p

j
k(1− pk)i−j i ≥ 2, i ≥ j
0 otherwise.

(7.4)

The stability can then be determined with the resulting expectation matrix M (q):

M (q) = χ2(B(q)E), (7.5)

where the matrix E remains identical to the one of the binary algorithm.

7.2.1.3 Results

The MST of the basic q-ary tree algorithm is given in Table 7.1 for q = 2 to 7. As these
are known results, we are mainly interested in the influence of d on the obtained MST.
The most accurate result for the binary scheme we found in the literature was 0.360177147
[18], which seems to contradict Table 7.1. However, this result was obtained from the fact
that the MST corresponds to the smallest positive root of the equation:

1 +
2e−2λ

1− 2λ

∑
i≥0

2ie
2λ
2i

(
e
−λ
2i (1− λ

2i
)− 1− 2(

λ

2i
)2 + 2

λ

2i

)
= 0. (7.6)

This equation is however numerically troublesome (for instance, 2i grows rapidly, while
the terms between brackets tend to zero). Alternatively, this condition can be rewritten
as in [36] in a numerically more suitable form, with q = 2:

q(1− λ)− 1
λq2e−λq/(q−1)

=
∑
i≥1

i

i+ 1

(
i− iq−1

1− q−i
− 1
q

)(
q

q − 1

)i
λi

i!
. (7.7)
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Figure 7.1: Influence of the truncation d on the approximated MST for the basic q-ary tree
algorithm.

We used Maple to solve this equation for i up to 1000, with 100 digits precision, which
gave a perfect match with our findings in Table 7.1.

Figure 7.1 shows the accuracy of the MST obtained by the branching process for
d ranging from 2 to 30. These results were obtained by running our algorithm in 50
digit precision, using Maple, when compared with the 100 digit evaluation of (7.7). As
expected, increasing d tends to increase accuracy of the MST and more surprisingly
an accuracy of more than 15 digits is acquired using d values as small as 20. Hence,
the amount of computation time is minimal as the Brent/Dekker root finding algorithm
requires about 10 iterations and each iteration only involves computing the dominant
eigenvalue of a positive size d− 1 matrix. These results also indicate that the instability
is not so much caused by the occurrence of occasional collisions between many packets,
but mainly by the frequency of low order collisions. Further, for larger splitting factors
q truncation is less damaging. This can be understood intuitively using the following
example: suppose two successive slots hold a1 and a2 new arrivals with a1 and a2 close
to d. Then, on average a1/q + a2 new arrivals will transmit simultaneously (if p1 = 1/q)
in the second slot, meaning large q values cause fewer lost packets due to truncation.

7.2.2 Modified q-ary Tree Algorithm

In the standard q-ary tree algorithm, c ≥ 2 users involved in a collision might all select
the last group to retransmit. Recall from Section 1.2.3 that if the feedback allows us
to distinguish between an idle slot and a success, we could easily detect this situation,
whenever a collision is followed by a series of q−1 idle slots. As the next slot is guaranteed
to hold a collision, this group can be split immediately (i.e., the collision slot can be
skipped).

To model this modified algorithm, in which certain slots can be skipped, we need to
adapt our branching process. There are a number of ways to incorporate these skipped
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q p1 = . . . = pq−1 MST
2 0.40680 0.393225073128056
3 0.31454 0.407614789045566
4 0.24445 0.400851418664151
5 0.19791 0.387803252352080
6 0.16575 0.373582232584529
7 0.14241 0.359834533583306

Table 7.2: MST of the modified q-ary tree algorithm.

slots. Previously, we associated with each slot holding c ≥ 2 users a branch of type c.
One way to deal with the skipped collisions is to treat a skipped slot with c ≥ 2 users
also as a branch of type c. However, in this virtual slot, we do not allow any new arrivals.
Note that, although we loose the close connection between real slots and branches, this
does not influence the MST. Whenever a conflict is solved in a finite number of slots with
probability one, it is also solved in a finite number of slots with probability one if we do
count the skipped slots. It is also possible to achieve a one-to-one correspondence between
real slots and branches as in the previous section, however this slightly complicates the
description of the expectation matrix M̄ (q).

To obtain M̄ (q), we construct the square matrix P (q) with d + 1 rows, entry P
(q)
i,j of

which contains the expected number of virtual slots with j users induced by a slot holding
i packets:

P
(q)
i,j =

{
piq(b0)q−1 i = j ≥ 2,

0 otherwise.
(7.8)

Notice, a virtual slot occurs whenever all i users pick the last group and no new arrivals
occur in the first q − 1 slots (otherwise they are not idle). As we do not allow any new
arrivals to occur in a virtual slot, we can construct the matrix M̄ (q), representing the
branching process, as follows:

M̄ (q) = χ2((B(q) − P (q))E + P (q)). (7.9)

The MST for q = 2 to 7 is given in Table 7.2 together with the optimal pq value (for
the q-ary scheme setting p1 = . . . = pq−1 is known to be optimal). These results are in
perfect agreement with all prior published results.

7.2.3 Tree Algorithms on a Noisy Channel

In this section we study both the basic and modified q-ary tree algorithms when errors
occur on the channel [56], [33, Section 5.2], [10], [30]. The following two types of errors
are considered: (i) an idle slot is incorrectly perceived as a collision and (ii) a successful
transmission is regarded as a collision. We assume that these errors are memoryless and
that the first event occurs with probability δ and the second with probability ε, where δ
is typically smaller than ε. This model corresponds with [56], while the limited case were
δ = ε was analyzed in [30] for the basic q-ary algorithm with free access.
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7.2.3.1 Basic q-ary tree algorithm

The adaptations required to incorporate errors are limited. Apart from having branches
that correspond to slots holding c ≥ 2 packets, we also introduce type 0 and 1 branches
that correspond to slots holding 0 or 1 packets that are incorrectly perceived as collisions.
Hence, as opposed to Section 7.2.1.2 where we removed all the type 0 and 1 branches as
they never generate any offspring, slots holding 0 or 1 packet now do create offspring with
probability δ and ε, respectively. As such, we define B(q)

e

(B(q)
e )i,j =

{ (
i
j

)∑q
k=1 p

j
k(1− pk)i−j i ≥ 0, i ≥ j
0 otherwise,

(7.10)

where only the first two rows differ from B(q). The stability can then be determined with
the resulting expectation matrix M (q)

e :

M (q)
e = B(q)

e EDe, (7.11)

where De is a diagonal matrix with entries (δ, ε, 1, . . . , 1) that multiplies the first two
columns of B(q)

e E by δ and ε, respectively.

7.2.3.2 Modified q-ary Tree Algorithm

The modified scheme requires some more care. As for the modified scheme without
channel errors, we have type c ≥ 2 branches for both real and virtual slots holding
c packets. We now also include real and virtual slots with 0 and 1 packet that were
regarded as collisions. As such, we first consider B(q)

e , the (i, j)-th entry of which gives
the expected number of size j groups induced by a type i branch. With probability
piq((1− δ)b0)q−1 the last group corresponds to a virtual slot and therefore no new arrivals
need to be added to this slot. The real slots holding 0 or 1 packet will only correspond
to a type 0 or 1 branch with probability δ and ε, respectively, while the skipped slots
holding 0 or 1 packet always correspond to such a branch.

Therefore, the stability can be determined from the expectation matrix M̄ (q)
e :

M̄ (q)
e = (B(q)

e − P (q)
e )EDe + P (q)

e , (7.12)

where

(P (q)
e )i,j =

{
piq((1− δ)b0)q−1 i = j ≥ 0,

0 otherwise.
(7.13)

7.2.3.3 Results

The results for the basic/modified q-ary scheme on a channel with errors, are somewhat
different in nature as the algorithm is no longer necessarily stable for all λ ∈ [0, λmax]
with λmax the MST if δ > 0. Instead there also exists a λmin such that stability is only
achieved for λ ∈ [λmin, λmax].

A plot that depicts the stability region for q = 2 to 4, while ε = 0 or δ is given in
Figure 7.2, these are in agreement with [56, 30]. For ε = 0, λmin becomes larger than zero
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Figure 7.2: Stability region for the basic q-ary tree algorithm as a function of the error proba-
bility δ, with ε = 0 or δ.
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Figure 7.3: MST for the basic q-ary tree algorithm as a function of the error probability ε when
δ = 0.
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when δ exceeds 1/q. Indeed, having δ > 1/q suffices to cause instability for any arrival
rate, unless errors cannot occur during a success and the arrival rate is large enough to
guarantee enough successes. Figure 7.3 depicts the MST when δ = 0 and indicates that
under high error rates the binary scheme becomes superior.

For the binary modified scheme, the existence of a λmin > 0 can be understood
intuitively as follows. Suppose an idle slot is incorrectly perceived as a collision. As
long as no new arrivals or errors occur, the channel will remain idle and the number
of unresolved groups remains identical as all the right slots are skipped (which causes
the well known deadlock in case of blocked access). However, each time an error occurs
during this interval without new arrivals, the number of unresolved groups increases by
one. Thus, if the arrival rate is sufficiently small compared to the error rate, these false
collisions cause instability as the number of unresolved groups will grow to infinity.

More formally, for the binary scheme, we find that entry (0, 0) of the matrix M̄ (2)
e can

be written as

(M̄ (2)
e )0,0 = (2− (1− δ)b0)b0δ + (1− δ)b0 = b0(1 + δ)− b20(1− δ)δ. (7.14)

When (M̄ (2)
e )0,0 > 1 the dominant eigenvalue sp(M̄ (2)

e ) is guaranteed to exceed one,
implying instability. The equation above has the following roots:

b0 =
(1 + δ)±

√
(1− δ)2 + 4δ2

2(1− δ)δ
, (7.15)

where only one root is in the interval [0, 1]. As the probability b0 = e−λ, we have

λmin ≥ − log

(
(1 + δ)−

√
(1− δ)2 + 4δ2

2(1− δ)δ

)
. (7.16)

Note, this inequality holds for all ε including ε = 0. The stability region for q = 2 to 4 is
shown in Figure 7.4 for ε = 0 or δ, together with the lower bound for λmin. When δ = 0,
λmin becomes zero again and we get similar curves as in Figure 7.3 for the basic q-ary
scheme.

7.2.4 Tree Algorithms on a Channel with Collision Detection

Consider a channel that supports a collision detection mechanism [33, Section 5.3], mean-
ing collisions on the channel can be detected before the end of the time slot. Define
`c < 1 as the fraction of a time slot needed to detect a collision. We further assume
that the collision feedback is also issued as soon as the collision is detected, allowing us
to shorten the length of collision slots in our analysis. Hence, slots following a collision
slot will typically carry fewer new arrivals as less time was available for them to arrive.
As before, let bi and b

(cd)
i be the probability of having i new arrivals in an ordinary and

collision slot, respectively. Thus, under Poisson arrivals, we have bi = exp(−λ)λi/i! and
b
(cd)
i = exp(−λ`c)(λ`c)i/i!.

7.2.4.1 Basic q-ary Tree Algorithm

Once more we associate a type c branch with every slot holding a collision of c packets.
Each collision is split into q groups. The first group will retransmit in the next slot, which
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Figure 7.4: Stability region for the modified q-ary tree algorithm as a function of the error
probability δ, with ε = 0 or δ.

immediately follows the collision slot. Hence, the number of new arrivals added to the
first group is determined by (b(cd)i )i≥0. For the remaining q− 1 groups, it is important to
remark that they will receive a slot after the last slot of the conflict resolution interval
(CRI) that solved all prior groups. By definition, the last slot of a CRI never holds a
collision, thus all the remaining groups will receive new arrivals according to (bi)i≥0.

This results in the following expectation matrix. Define Ecd as E, but with bi replaced
by b(cd)i and for k = 1 to q define B(q)

k as

(B(q)
k )i,j =

{ (
i
j

)
pjk(1− pk)i−j i ≥ 2, i ≥ j

0 otherwise.
(7.17)

Notice,
∑
k B

(q)
k = B(q) and (B(q)

k )i,j represents the expected number of type j groups
after splitting a type i branch that form the k-th group. Set

M
(q)
cd = χ2((B(q) −B(q)

1 )E +B
(q)
1 Ecd). (7.18)

7.2.4.2 Modified q-ary Tree Algorithm

When analyzing the MST of the modified scheme using collision detection, we first asso-
ciate a different type of branch to a real collision of c ≥ 2 packets (type c) and a skipped
collision of the same multiplicity (type c(cd)). This is useful as the left child of a skipped
collision also receives new arrivals according to bi, as opposed to b(cd)i for a real collision,
because the left child of a skipped collision follows an idle slot, while the left child of a
real collision follows the collision itself.

To express the size 2(d− 1) expectation matrix M̄ (q)
cd , we first introduce

(P (q)
cd )i,j =

{
piqb

(cd)
0 (b0)q−2 i = j ≥ 0,

0 otherwise.
(7.19)
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Figure 7.5: MST on a channel with collision detection using fair coins (p1 = . . . = pq = 1/q).

Notice, the (i, j)-th entry holds the expected number of skipped collisions consisting of
j packets induced by a real collision of i packets. The offspring of a skipped collision is
identical to the offspring of any collision in a system without collision detection, thus the
expectation matrix becomes:

M̄
(q)
cd =

[
χ2(C1E +B

(q)
1 Ecd) χ2(P (q)

cd )
χ2((B(q) − P (q))E) χ2(P (q))

]
, (7.20)

with C1 = (B(q) − B(q)
1 − P (q)

cd ). The dominant eigenvalue of this matrix is identical to
the one of the following size d− 1 matrix:

χ2(C1E +B
(q)
1 Ecd) + χ2(P (q)

cd )C2χ2((B(q) − P (q))E), (7.21)

where C2 is a size d − 1 diagonal matrix with entries 1/(1 − P (q)
i,i ) for i = 2, . . . , d. The

above matrix corresponds to the expectation matrix of the branching process that only
associates branches with real collisions.

7.2.4.3 Results

Figure 7.5 shows the MST as a function of the collision detection time `c when using fair
coins (p1 = . . . = pq = 1/q). It demonstrates that the binary scheme becomes superior
when collisions can be detected early, while the gain achieved by the modified algorithm
diminishes quickly. This is not entirely unexpected as the modified scheme skips collisions
that now require less capacity on the channel (when compared to a success or an idle slot).
There is however still a gain of 0.1% as `c approaches zero, which can be understood by
remarking that the new arrivals interact differently with the retransmissions for both
algorithms even if the collision slots have a near zero length.

Fair coins are no longer optimal when a collision detection mechanism is present. One
can achieve higher MSTs by increasing p1 somewhat, which is no surprise as the first of
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k basic MST(1/2) mod MST(p1) p1

2 0.7442511116 0.76241672333 0.46049
3 1.1454969435 1.15342900688 0.48581
4 1.5586068844 1.56181625774 0.49502
5 1.9802585084 1.98150077748 0.49827
6 2.4083773927 2.40884285823 0.49940
7 2.8415984822 2.84176851091 0.49980
8 3.2789739965 3.27903486348 0.49993
9 3.7198159722 3.71983741049 0.49998
10 4.1636069203 4.16361437217 0.49999

Table 7.3: MST of the binary tree algorithm on a channel with multiple reception capabilities.

the q groups formed by a collision receives fewer new arrivals (according to b(cd)i ) when
compared to the remaining q − 1 groups.

7.2.5 Tree Algorithms on a Channel with Multiple Reception Ca-
pabilities

In this section we consider a multiple access channel with multiple reception capabilities
[31, 52]. On such a channel all simultaneous transmissions involving k or less packets can
be retrieved successfully by relying on coding techniques. Hence, any collision consisting
of at most k packets is resolved immediately and the receiver acknowledges this using the
no collision or success feedback signal (depending on whether the feedback is binary or
ternary).

To determine the MST for the basic and modified q-ary algorithm, it suffices to notice
that any type c branch with c ∈ {2, . . . , k} no longer generates any offspring. Hence, for
the binary scheme the expectation matrix becomes

M (q)
m = χk+1(B(q)E), (7.22)

while for the modified one we have

M̄ (q)
m = χk+1((B(q) − P (q))E + P (q)). (7.23)

Notice, there is no need to set the first k + 1 rows of B(q)E or (B(q) − P (q))E + P (q) to
zero as they are removed by the χk+1 operation.

The MST for the binary scheme is given in Table 7.3 (where d = 50 was used to
get accurate results for the larger k values), where p = 1/2 is still optimal for the basic
scheme. For the modified scheme the optimal p value tends to 1/2 as k increases. Further,
the gain achieved by the modified scheme reduces as k grows, making it less worthwhile to
exploit ternary feedback. Figure 7.6 indicates that the optimal splitting factor q grows as
a function of the number of simultaneous transmissions k that can be decoded correctly
(for the basic scheme with fair coins).
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7.2.6 Interference Cancellation Tree Algorithm

A free access tree algorithm that uses IC to improve the MST was introduced in Chapter
6. Similar to the modified tree algorithm, some of the slots could be skipped, because
the receiver could deduce its content from prior transmissions. If we use the notation x/y
where x and y packets selected the first and second group, respectively, we could skip the
right slot in the following cases. (The number of packets belonging to the parent slot is
denoted as n; the sum of x and y exceeds n whenever new arrivals occur)

• 0/n: this case is identical to the modified tree algorithm.

• 1/n − 1: a successful reception of one packet, together with the indication that it
is retransmitted, reveals that the subtraction can produce the signal of the second
group.

• 1/n: this is similar to the previous case, but this time the packet is transmitted for
the first time, meaning the second group is just a repetition of the parent group.

• n/0: if the signal of the first group is identical to that of the parent, we know that
the second group is empty.

• n− 1/1: if we perform the subtraction of the signal of the first group from that of
the parent and decode a single retransmitted packet, we know that there is exactly
one packet in the second group. Furthermore, this packet can also be considered as
successfully received.

• n+1/0: if we perform the subtraction of the signal of the parent from that of the first
group, and we decode a single new packet, we know that a new arrival occurred,
while all the colliding packets selected the first group. Apart from skipping the
second group, the first group continues with n instead of n+ 1 users.
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To summarize, if all users choose either the first or the second group, with at most
one arrival in the first, the second slot can be skipped (case 1,3,4 and 6). Similar, if all
but one choose either the first or the second group with no arrivals in the first, the second
can also be skipped (case 2 and 5). To model this algorithm as a branching process, we
first define the probability prskip(i, j) that the right slot induced by a size i collision can
be skipped, provided that j out of i colliding packets choose the first group. Given the
above observation, we find:

prskip(i, j) = δj=0∨j=i(b0 + b1) + δj=1∨j=i−1b0, (7.24)

with δX equal to one if X is true and zero otherwise. Using prskip(i, j), we define P (ic) :

P
(ic)
i,j =

{ (
i
j

)
(pj(1− p)i−jprskip(i, j)) i ≥ 2, i ≥ j

0 otherwise.
(7.25)

This allows us to construct the expectation matrix M (ic):

M (ic) = χ2((B(2) − P (ic))E + P (ic) +R), (7.26)

with R defined as follows:

Ri,j =

 pib1 2 ≤ j = i < d
−pib1 3 ≤ j = i+ 1 ≤ d

0 otherwise.
(7.27)

This R matrix corresponds to case 6 and captures the fact that only the initial n packets
need to be resolved, thus a type n branch is created instead of a type n+ 1.

Using this branching process we find an MST of 0.56985336033524 when p = 0.47103,
this result matches entirely with Chapter 6, where a time consuming iterative proce-
dure for tree structured QBD MC indicated that the MST was part of the interval
[0.56983, 0.56988] for p optimal.

7.2.7 Tree Algorithms with Control Subchannels

In this section we determine the MST of some tree algorithms when a single slot consists
of g ≥ 2 control minislots and one data slot (with a length equal to one packet) [47].
Each of the g subchannels as well as the data channel provides separate feedback at the
end of the slot (this is the DF case in [47]). These g control channels are used in the
following manner: whenever a user transmits a packet on the data channel, the user
also flips a fair g-sided coin and transmits a control signal in the corresponding control
subchannel. We consider the same two types of feedback as in [47] for the control and
data channels (resulting in 4 possibilities: BF/BF, BF/TF, TF/BF and TF/TF). The
binary feedback (BF) on the control channel is somewhat different as it distinguishes
between empty and nonempty slots (i.e., something/nothing), as opposed to the default
collision/no collision.

The algorithms operate as follows. With BF/BF feedback, a collision creates a new
slot for each nonempty subchannel, thus it operates as a g-ary splitting algorithm, except
that it knows the identity of the empty groups and therefore refrains from assigning a
slot to these groups. As such we can get the MST by looking at the expectation matrix

M
(g)
BF/BF = χ2(B(g)

BF/BFE), (7.28)
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g BF/BF TF/BF TF/TF
2 0.376815 0.470771 0.481219
3 0.455546 0.503665 0.509799
4 0.488476 0.519728 0.523989
5 0.506464 0.529281 0.532518
10 0.538895 0.548256 0.549692
100 0.564490 0.565255 0.565381

10000 0.567116 0.567124 0.567125
∞ 0.567143 0.567143 0.567143

Table 7.4: MST of tree algorithms with g control channels (not counting overhead).

where B(g)
BF/BF is identical to B(q), with q = g, except that the first column is equal to

zero. As we cannot benefit in the usual way from ternary feedback on the data channel,
we also use this algorithm for the BF/TF setting.

When TF/BF feedback is provided, a collision generates a slot for each subchannel
holding a single signal, while for the subchannels holding a collision, two slots are provided
by immediately splitting the collision in a binary manner. This implies that we are now
faced with the following expectation matrix:

M
(g)
TF/BF = χ2(B(g)

TF/BF1E +B
(g)
TF/BF2B

(2)E), (7.29)

where B(g)
TF/BF1 is zero, except for the entries (i, 1) which are identical to those of B(q),

with q = g, while B(g)
TF/BF2 equals B(q), with q = g, except that the entries (i, j) for

j = 0, 1 are zero.
Finally, under TF/TF feedback we can skip a guaranteed collision whenever a binary

split of the TF/BF algorithm results in an empty left slot. The easiest way to express
the expectation matrix is to assign a different type of branch to all the skipped collisions,
which results in

M̄
(g)
TF/TF =

[
χ2(B(g)

TF/BF1E) χ2(B(g)
TF/BF2)

χ2((B(2) − P (2))E) χ2(P (2))

]
, (7.30)

which similar to Section 7.2.4.2, can be reduced to a size d− 1 matrix:

χ2(B(g)
TF/BF1E) + χ2(B(g)

TF/BF2)C3χ2((B(2) − P (2))E), (7.31)

where C3 is a size d− 1 diagonal matrix with entries 1/(1− P (2)
i,i ) for i = 2, . . . , d.

Table 7.4 holds the MST for each of the algorithms when varying the number of
control channels. In practice, the g channels require some fraction r of the length of a
slot, implying that the data throughput is actually (1 + r) times smaller. Also note that
all MSTs converge to the same value as g grows to infinity. This value corresponds to the
upper bound for free access algorithms introduced by Kelly [26].

7.2.8 Tree Algorithms on a Channel with Variable Length Packets

In this section we consider a system with variable length packets, where lk denotes the
probability that a packet is k ≥ 1 slots long. As in [23, 49] we assume that the channel
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becomes reserved for the remainder of a multislot packet if it succeeds in transmitting
its first slot successfully. Thus, all new arrivals that occur during a packet transmission
only transmit in the slot following the last slot of the successful transmission. As in
[23], all new arrivals that occurred during a successful transmission are resolved first and
separately (with some possible even newer arrivals), which is easily established by allowing
backlogged users to decrease their counter only upon seeing idle slots. In [49], the new
arrivals are not resolved separately3. When the mean packet length is large (> 10) the
approach considered here is slightly superior [23], otherwise [49] typically prevails.

It is worth noting that the model above can be regarded as a channel with collision
detection and carrier sensing mechanism (CSMA-CD) in case a single slot corresponds to
the time needed to detect an idle or busy channel, while the packet lengths are multiples
of one time slot (see [24]).

To analyze this basic q-ary protocol with variable length packets via a branching
process, it suffices to remark that the success slots now also induce some offspring. More
specifically, the expectation matrix M (q)

var is of size d and is identical to χ1(B(q)E), except
that entry i on the first row now holds the probability that i arrivals occur during a
successful transmission:

(M (q)
var)1,i =

∞∑
k=1

lk exp(−λk)(λk)i/i!. (7.32)

Figure 7.7 depicts the MST as a function of the mean packet length for q = 2 (the results
for larger q values are analogue), in case of the C1 curve all packets have the same length
between 1 and 50, while for the C2 curve packets have either length 1 or 100, where the
probabilities are tuned to have the correct mean. These results coincide with [23, 24,
Figure 1].

7.2.9 Tree Algorithms on a Channel with Capture

In this section we consider a channel that allows capture to occur. We consider both
the feedback with and without capture model of [45], where a group of dominating (DG)
users generates packets according to a Poisson process with rate λD and a group of
nondominating (NDG) users with rate λND. The only difference with the basic q-ary
protocol occurs when a collision takes place that consists of a single packet from a DG user,
as well as k > 0 packets belonging to k NDG users; as the DG packet is captured, meaning
it is still received correctly. As in [45], two types of feedback are considered: feedback
with capture (FWC) and feedback without capture (FWOC). The FWC feedback allows
the receiver to indicate that a capture event has occurred, therefore the k > 0 NDG
packets are retransmitted in the next slot (together with possible new arrivals). In the
FWOC case, the receiver uses a different signal for the success of a DG and NDG user,
but is no longer able to determine whether any NDG users transmitted simultaneously
in case of a DG success. Thus, after a DG success, the possibly empty set of NDG users
is resolved first. We assume that both types of users use the same splitting probabilities,
though this assumption can be relaxed easily.

In order to determine the throughput of the FWC model, we will use branches of type
(iDG, iNDG) for slots that hold iDG DG and iNDG NDG packets. Hence, the expectation

3No exact results are provided for the MST in this case, only lower and upper bounds are established.
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Figure 7.7: MST on a channel with variable length packets using fair coins (p1 = . . . = pq =
1/q).

matrix is of size (d+ 1)2. To construct it, we define the size d+ 1 matrices B(q)
e,k, for k = 1

to q, as

(B(q)
e,k)i,j =

{ (
i
j

)
pjk(1− pk)i−j i ≥ 0, i ≥ j

0 otherwise.
(7.33)

Entry (i, j) holds the probability that the k-th group holds j packets if a set of i ≥ 0
packets is split. As the splitting events are all independent, the matrix BFWC is defined4

as
∑q
k=1(B(q)

e,k⊗B
(q)
e,k), except that row (0, 0), (0, 1) and (1, 0) is zero, as such slots generate

no offspring, while the only nonzero entry on row (1, iNDG), for iNDG > 0, is entry
(0, iNDG), the value of which is one due to the capture event. The number of DG and
NDG arrivals is also independent, therefore

M
(q)
FWC = BFWC(ED ⊗ END), (7.34)

where Ex is identical to E with bi = exp(−λx)(λx)i/i! for x = D and ND.
The branching process of the FWOC model is nearly identical, except that a (1, 0)

slot now also has some potential offspring as the receiver resolves the empty NDG group
(together with some new arrivals) first. Hence, M (q)

FWOC = BFWOC(ED ⊗ END) where
BFWOC is identical to BFWC , except that its (1, 0)-th row now holds a 1 in position
(0, 0).

Figure 7.8 depicts the MST for q = 2, 3 as a function of the percentage of DG users
(i.e., λD/(λD + λND)) for both the FWC and FWOC model. For both models, slightly
higher throughputs are achieved when the DG group is somewhat larger than the NDG
group, while the ternary scheme remains optimal (higher q values are not shown for
clearness). For the FWOC model, the MST degrades quickly when most of the users are

4⊗ denotes the Kronecker matrix product
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Figure 7.8: MST on a channel with capture using fair coins (p1 = . . . = pq = 1/q).

DG. This is as expected, as the NDG group hiding behind a DG success is often empty
and therefore it is better not to resolve this set separately. In case all users become DG
users, an MST of 0.328226 is attained, which corresponds to the MST of the variable
packet length algorithm of [23, 24] and Section 7.2.8 in case all packets have length 1.

7.2.10 Tree Algorithms with Coordinated Splitting

In this section we study the MST of a multiple access algorithm under free access on a
channel with multiple reception capabilities where the users that collide are allowed to
communicate amongst each other. Hence, new arrivals still transmit immediately and the
retransmitting users are unaware of the arrival times of the new packets.

A first possibility exists in achieving a collision free retransmission by splitting every
collision of size i in i groups holding one packet. The branching process used for a channel
that is able to resolve any collision of k or less packets, associates a type c > k branch
with each slot holding c packets. Hence, a type c > k branch induces c slots each holding
one retransmitted packet and possibly some new packets. Thus the expectation matrix
becomes:

Mcf = χk+1(BE), (7.35)

where B is a size d+ 1 matrix with entry (i, j) equal to i if j = 1 and zero otherwise. The
resulting MSTs are presented in Table 7.5. Notice, the value for k = 1 coincides with the
well known upper bound of F. Kelly [26], as collision free retransmissions are optimal in
case k = 1. For k > 1, retransmitting the packets one-by-one may not be optimal as a
slot may be under utilized if no new arrivals are added. Table 7.5 also holds the results if
the collisions are retransmitted two-by-two (where the last set contains only one packet
if an odd number of packets was involved in a collision). It indicates that slightly higher
MSTs can be realized for larger k. Retransmitting in groups of three packets did not
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k 1-by-1 2-by-2
1 0.5671432904 -
2 1.0750631447 0.91409902869
3 1.6185228340 1.48541522999
4 2.1908056123 2.11203466481
5 2.7862417308 2.74084924902
6 3.4007493405 3.39247963770
7 4.0313395238 4.05656034133
8 4.6757552422 4.73068257264
9 5.3322428980 5.41956847542
10 5.9994066059 6.11213027150

Table 7.5: MST for the coordinated splitting algorithm on a channel with multiple reception
capabilities.

further improve the MSTs for k ≤ 10. The values in Table 7.5 are below the more general
bounds presented in [52].

7.3 Limitations and other Performance Measures

7.3.1 Limitations

The previous section demonstrates that the branching process technique often allows
one to determine the MST with very little effort. There are however also a number of
interesting cases that seem less suitable for the branching process technique.

Markovian components: A first set of cases are those where some of the model com-
ponents have a Markovian nature: Markovian arrivals [53, 54], Markovian capture [44],
Markovian noise [27], etc. In order to use the branching process technique for such a
system, one typically needs to know the probability that the Markovian component is in
any particular state at the end of the CRI of the first group, as this influences the type of
the second branch. These probabilities are however not readily available, except for some
exceptional cases. For instance, if the underlying Markov chain of the Markovian noise
has two states, such that there is never an error in state 1 and always an error in state 2.
In this case, the state at the end of the CRI must be state 1, as an error is perceived as
a collision and a CRI never ends with a collision.

Carrier sense mechanism: In the previous section we demonstrated that the MST
of a channel with collision detection can be analyzed using a simple branching process.
A carrier sense mechanism allows one to shorten the length of the idle slots to `c instead
of the length of the collision slots. The problem that arises now is that the CRI of the
left branch may end with an idle slot, implying that fewer new arrivals become part of
the right branch. Hence, in order to determine the MST, we need the probability that a
CRI of i users ends with an idle slot (under free access). Remark, in the slightly modified
algorithm of [24], a CRI always ends in an idle slot and therefore we can determine the
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MST using a branching process as discussed in 7.2.8. Even for the original algorithm, we
can still determine lower and upper bounds on the MST by bounding these probabilities.
For instance the obvious upper bound of 1 indicates that the MST is below the MST of
the channel with a collision detection mechanism (Section 7.2.4), when the time needed
to detect an idle coincides with the time required for detecting a collision.

Erasers: When a successful or collision slot is incorrectly interpreted by the receiver as
an idle slot, a channel eraser is said to occur [10, 56]. The users involved in this erasure
are clearly aware of its occurrence, while the remaining users consider the current group
as empty, i.e., resolved. There are two main approaches to address these erasures: either
we consider the packets of the users involved in the erasure event as lost [56], or we re-
transmit them in the next time slot (that is, we use the persist strategy of [10]). The
first case causes no problems when setting up a branching process, however, in the second
case we need to know the probability that the CRI of a left child ends with an erasure of
j packets, given that the CRI started with i packets (under free access).

It should be noted that the traditional analysis of free access algorithms using func-
tional equations cannot be applied directly either as it requires the same probabilities.
This is for instance also why only upper and lower bounds were established in [49]. The
methodology that relies on tree structured QBD MCs developed in [53, 54] does not
have these limitations, however, the computation times to get even a fairly rough ap-
proximation of the MST are considerably higher as one needs to solve a set of nonlinear
matrix equations to determine whether an algorithm is stable for a specific arrival rate.
This equation is typically solved using a fixed point iteration with linear convergence [5],
implying that thousands or more iterations may be required to get a fairly accurate ap-
proximation. Furthermore, the effort required to set up these MCs is considerably higher
in comparison with the simplicity of the branching process methodology (see [54] and
Chapter 6).

7.3.2 Other Performance Measures

Conflict resolution probability: Apart from computing the MST for a variety of tree
algorithms with free access, we can also exploit its corresponding branching process to
determine the probability that a size i conflict gets resolved in a finite amount of time
when the arrival rate exceeds the MST. These probabilities correspond to the entries of
the extinction probability vector of the branching process, as the i-th entry of this vector
gives us the probability that a tree rooted by a type i branch dies out in a finite amount
of time. For a binary splitting algorithm, this vector is the smallest nonnegative solution
to the extinction equation

x = a+A(x⊗ x), (7.36)

where the vector a and matrix A were defined in Section 7.1.1. This matrix equation can
be solved efficiently using a Newton iteration [22]. In Figure 7.9 the conflict resolution
probability of the basic binary tree algorithm with free access is depicted for size 2 to
11 conflicts. When λ exceeds the MST these probabilities suddenly drop below one and
fan out as we move away from the MST. We are not aware of any prior results on these
probabilities.
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Figure 7.9: Conflict resolution probability of a size 2 to 11 conflict as a function of the arrival
rate λ for the basic binary tree algorithm.

CRI duration: Another performance measure we can compute using the proposed
branching processes, is the CRI duration. The CRI duration for a free access algorithm is
defined as the time required to resolve a collision of a group of N initial users. Remark,
the time to resolve new arrivals that occur during this process is also included. If we
consider a branching process which associates exactly one real slot with each branch, the
CRI duration corresponds with the total offspring generated by an initial collision slot of
N users.

For example, if M represents the finite expectation matrix of the basic tree algorithm,
as defined in Section 7.2.1, we can compute the average CRI duration using the following
matrix:

∞∑
k=0

Mk = (I −M)−1, (7.37)

where M now also includes type 0 and 1; Mk calculates the offspring generated in the
k-th generation. The (i, j)-th entry of this matrix contains the expected total number of
type j slots generated during the resolution of an initial conflict of i users. As we are
only interested in the total number of slots, we can use the row sums ci to calculate the
average CRI duration, conditioned on the number of i initial arrivals. Notice that as long
as the arrival rate stays below the MST, sp(M) ≤ 1 and thus (I −M)−1 exists. The
unconditional average CRI duration can obtained using:

∞∑
i=0

cibi, (7.38)

with bi the probability of having i new arrivals in a slot. This value, in function of the
arrival rate, is depicted in Figure 7.10. These results are in perfect agreement with [17].

97



7.3. LIMITATIONS AND OTHER PERFORMANCE MEASURES

1

10

100

0 0.05 0.1 0.15 0.2 0.25 0.3 0.35 0.4

M
ea

n
C

R
I

D
ur

at
io

n
(s

lo
ts

)

Arrival Rate λ

Basic
Modified

Figure 7.10: Mean CRI duration as a function of the arrival rate for the basic and modified
binary tree algorithm with fair coins.

For the algorithms where several slots are skipped, we introduced the notion of virtual
slots. In this case, the previous approach cannot be directly applied, as we would also
count these virtual slots, resulting in an overestimation of the CRI duration. If we take
for example the modified q-ary tree algorithm, we can calculate the correct CRI duration
using the following matrix:

I +
∞∑
k=1

(M̄ (q))k−1(M̄ (q) − P (q)) = I + (I − M̄ (q))−1(M̄ (q) − P (q)), (7.39)

as (M̄ (q))k−1P (q) represently precisely the average number of generated virtual slots at
level k of the tree. The resulting unconditional average CRI duration is also shown in
Figure 7.10.
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Chapter 8

Contention Channel without
Feedback

As opposed to the models considered in the previous chapters, immediate feedback is not
available in all networks. For example, in geostationary satellite networks, this delay can
be as a high as 500ms. For several low latency applications, like Voice-over-IP, this delay
is too large. Indeed, if the feedback arrives (too) late, it is in fact useless, and can be
considered as none-existing.

Multiple access algorithms without feedback were first developed during the early
1980s by Massey [34]. In this setting, a set of M users shares a time-slotted random access
channel. The idea was to assign a protocol sequence (or code) to each user (of length
N) such that, irrespective of how these sequences were synchronized to one another, a
guaranteed throughput could be achieved, provided that all the users make use of their
protocol sequence. For instance, for M = 2 users the codes were [1010] and [1100] (in
this case each packet is transmitted twice per period). The capacity of such a channel
turned out to be 1/e for M large—even when the users are not slot synchronized—and a
protocol sequence generator that realized this throughput was developed [35].

The problem of having only T users with data in a population of M was also considered
[2], where it is unknown which users are active. Again, the channel capacity was shown
to equal 1/e.

The problem that we will address in this chapter is of a somewhat different nature,
in the sense that we do not require that all packets are transmitted successfully with
probability one. We allow for a loss tolerance caused by contention conflicts, e.g., of at
most ε = 1%, as delay critical data in communication networks can typically cope with
some degree of packet loss.

Assume that the maximum allowed delay is denoted as N time slots. This implies
that we wish to transmit a new packet within the next N time slots. The performance of
immediately transmitting this new packet a single time is rather low. One can improve this
scheme by transmitting the packet R times in the nextN time slots. The most natural way
to do this is by selecting these R slots at random [9, 46]. However, as the user population
is finite, one may expect further performance gains by assigning a user code (or pattern)
to each of the users that dictates in which R of the next N slots a transmission should
occur. Furthermore, the random selection scheme can also be improved significantly by
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implementing an iterative interference cancellation (IC) approach [7]. This IC approach
can potentially be used to further improve our user code based algorithms. In the context
of satellite networks, such as DVB-RCS networks, centralized code assignment can be
easily implemented. In these networks, a connection is initiated using a log on procedure
in which a terminal receives the network parameters (for example frequency and timing
information), using a forward link (i.e., DVB-S2). At the same time, an identification ID
is assigned, which can also be used to designate a user code.

The user codes considered are such that any two user codes share at most one slot.
These codes correspond to binary constant weight codes with weight R and minimum
distance 2(R − 1). Moreover, for any 2 slots, there should also be a user code using
both slots. Hence, we are looking for sets of user codes such that every two slots are
part of exactly one user code. In combinatorial design [1], such codes are known as 2-
(N,R, 1) designs (or (2, N,R) Steiner systems). More general, in a t-(N,R, λ) design,
which contains R-size elements out of N points, every t-size element subset is contained
in exactly λ codes. We focus on this type of user codes as it creates as little overlap
between two user codes as possible, without having an extremely small number of codes
(which would be the case if we allowed no overlap).

Using various results from the combinatorial design literature, we identify the (N,R)
combinations for which such codes exist and present a simple way to generate the set of
user codes SN,R for, among others, all feasible combinations with R ≤ 5 and N < 85.
Provided that we have a population of T = |SN,R| users, we present a closed formula for
the success probability of a packet. A packet is successful if any of its R transmission
attempts succeeds (meaning, none of the other users used the same slot). Moreover,
the closed formula applies to any 2-(N,R, 1) design. Another important property of our
algorithms is that the success probability is identical for all users, irrespective of their
assigned user code; hence, the set of codes SN,R is fair as all codes are equally good.

Next, we address the problem if the size of user population T is smaller than |SN,R|.
Clearly, one could simply select T user codes, however, some choices result in a better
performance than others. A selection method that will result in a better performance for
smaller populations is presented. The idea is to partition the set SN,R such that all the
slots appear equally often in a single partition. To select the T user codes, we make use
of the codes in the first partition, followed by the codes in the second partition and so
on. A closed formula that expresses the success probability for a population of T users is
also presented.

In principle, the use of user codes imposes a strict bound on the user population, as
any 2-(N,R, 1) is of maximal cardinality. For larger populations, codes can be reused by
some terminals, or the extra users can simply perform random selection. We will derive
the (approximated) success probability for both possibilities, indicating that the second
option offers the best performance for somewhat larger populations (i.e., T > |SN,R|).
Finally, we also demonstrate the effectiveness of these novel multiple access algorithms
by comparing them with the random selection approach for a wide range of N values and
provide some engineering rules on how to select the number of transmission attempts R
as a function of the number of slots N and the population size T .
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8.1 A User Code based Multiple Access Algorithm

Consider a random access channel without feedback shared by a set of users. Packets
generated by a user can withstand a maximum delay of N time slots. When two or more
packets are transmitted simultaneously, all transmissions in this slot are assumed to be
lost. A user can typically cope with a small loss rate, e.g., ε = 1%.

Instead of transmitting a packet just once, each user transmits a packet R times within
the next N time slots. The most natural way is to select R slots out of the next N slots
in a random manner. It is well known that such a repeated randomized transmission
can significantly reduce the packet loss rate, compared to a single transmission [9, 46].
Notice, a packet is only lost if all R instances were involved in a simultaneous transmission.
Instead of performing random transmissions we propose to assign a user code to each user.
This weight R and length N user code identifies the R slots in which a user must transmit,
when a packet becomes available.

We consider two types of systems:

• Synchronous transmissions: the data slots are assumed to be grouped in sets of N
slots. When a user generates a new packet it will attempt its R transmissions in
the next group of N slots. The deadline of a packet is such that it needs to be
successful in the next set of N slots.

• Asynchronous transmissions: the data transmissions are not synchronized to group
boundaries and a packet has to be successful within the set of N slots following its
generation time. In other words, a user can start his transmission much faster.

The first type of systems corresponds to frame-based networks where the channel is time
divided into frames of a fixed length and a (small) window of N slots is present to support
the random access channel in every frame. Grouping therefore occurs naturally as the
random access data has to wait for the next set of N contention slots.

Synchronization may also seem necessary when we wish to rely on user codes. After
all, when a set of user codes is said to share at most one slot, it seems essential that the
sequences of N slots are synchronized among one another. However, for asynchronous
systems we can easily apply the following procedure. Suppose a user code is represented
by a bit vector of size N and weight R, where bit number i is set if the user must use slot
i as one of his R slots. When a new packet becomes ready for transmission at the end of
the k-th time slot of a group of N slots, it will change its original user code by moving
the first k bits to the back of its user code. This shifted bit vector is subsequently used
for the packet transmission and may commence in the very next slot (that is, slot k+ 1).
In this way, we guarantee that any two packets still interfere in at most one slot, even
though the transmissions are no longer synchronized to the start of a group. Notice, a
user needs to know the number of the current time slot (modulo N).

We will give some formulas to assess the performance of the random selection algo-
rithm. Typically, when analyzing such a scheme analytically, one focuses on the syn-
chronous transmission model. For the closed formulas presented for the user code based
algorithm we also restrict ourselves to the synchronous setup. One may expect a signif-
icant difference in performance, as in the asynchronous scenario a user can conflict with
users who started transmitting as early as N − 1 slots before as well as N − 1 slots later,
nearly doubling the potential collision window of each user. However, as demonstrated
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further on by means of simulation, both system types result in a nearly identical perfor-
mance for the user code based algorithm. Finally, as with most random access algorithms,
it is assumed that per user there is at most one packet ready for transmission at any given
time. Hence, packets from the same user will never compete with each other.

8.2 Generating Sets of User Codes

The user code based algorithm presented above can be used in combination with any
2-(N,R, 1) design (or even with any t-(N,R, λ) design). In this section, we identify the
(N,R) combinations for which 2-(N,R, 1) designs exist and explain how to generate the
set SN,R in a very simple manner. For R = 2, a 2-(N, 2, 1) design consists of all the
two-element subsets of the N slots; therefore, we will focus on how to generate designs
for R = 3, 4 and 5, as small values of R are the most relevant from a practical point of
view.

It is easy to verify [1] that a 2-(N,R, 1) design can only exist if R − 1 divides N − 1
and R(R − 1) divides N(N − 1), which can be reformulated as N = 1 mod R − 1 and
N2 = N mod R(R− 1). This necessary condition was also proven to be sufficient for N
large [57]. Furthermore, for R = 3, 4 and 5 this condition was also shown to be sufficient
by Hanani [21] for all N , meaning after rewriting this condition, it suffices that

N = 1 or 3 mod 6 for R = 3,
N = 1 or 4 mod 12 for R = 4,
N = 1 or 5 mod 20 for R = 5.

Even though the proof of existence given by Hanani is by construction, these constructions
are very cumbersome and not suited to generate the set of user codes SN,R in an efficient
manner.

8.2.1 Finite Geometry Designs

For specific values of N we can rely on finite geometries to generate sets SN,R of user
codes with |SN,R| the number of user codes. These finite geometries will contain N points
(slots) and each line in such a geometry holds exactly R points. As any two lines can only
have a single point in common, lines naturally correspond to user codes. Moreover, the
number of lines in the space matches |SN,R| exactly. This implies that we can generate a
maximum set of user codes SN,R by developing a (fast) algorithm that lists all the lines in
the finite geometry under consideration, more specifically finite affine and finite projective
spaces.

Example

We start with an example of solving this problem for R = 3 and N = 7. In this case, the
problem can be related to the projective plane of order 2, as illustrated by Figure 8.1.
Each codeword can be related with a line, while a slot is associated with a point in this
plane. The problem consists of finding a set of lines so that any two lines contain at most
one common point. As two lines sharing two or more (different) points are identical, the
problem reduces to listing all the lines in this plane.

104



CHAPTER 8. CONTENTION CHANNEL WITHOUT FEEDBACK
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User code T1 T2 T3

0 0 1 2
1 0 4 6
2 0 3 5
3 1 4 5
4 1 3 6
5 2 3 4
6 2 5 6

Figure 8.1: The Fano plane; a projective plane of order 2 and the resulting user codes for
R = 3, N = 7.

n = 2 n = 3 n = 4
R = 3 9(24) 27(117) 81(1080)
R = 4 16(20) 64(336) 256(5440)
R = 5 25(30) 125(775) 625(19500)

Table 8.1: Feasible N and (C) values for R = 3, 4 and 5 using affine spaces.

8.2.1.1 Finite Affine Spaces

A finite affine space AG(n, q) of dimension n ≥ 2 over a finite field K = GF (q), with
q = pk for some p prime and k ≥ 1, consists of a set V of N = qn points having coordinates
of the form (x1, . . . , xn) with xi ∈ K, for i = 1, . . . , n. Through every two points in such
a space, there exists exactly one line and every line holds exactly R = q points. This
implies that there are exactly C =

(
N
2

)
/
(
R
2

)
= N(N −1)/R(R−1) = qn−1(qn−1)/(q−1)

different lines in AG(n, q). Further, every two lines intersect in at most one point.

Given these properties, we can make use of such geometries to generate |SN,R| user
codes, provided that N and R can be written as N = Rn and R = q, for some n ≥ 2,
q = pk for p prime and k ≥ 1. Table 8.1 lists some of the N values for R = 3, 4 and 5.

To generate the user codes, it suffices to list the C lines of the affine space AG(n, q).
Each line is characterized by the R points that it holds. We can produce this list by
iterating over all 2-element subsets of V and determining the coordinates of the remaining
R − 2 = q − 2 points. Given two points a = (a1, . . . , an) and b = (b1, . . . , bn), we first
compute the difference vector b−a as (b1−a1, . . . , bn−an), where ai, bi ∈ K and bi−ai ∈ K
is determined via the subtraction operation of the finite field K. The R = q points of
the line through a and b are then given by {a + c ∗ (b − a)|c ∈ K}, where ∗ denotes the
product in K. Clearly, setting c = 0 and 1 simply reproduces the points a and b.

If we iterate this simple procedure over all 2-element subsets of V , we would produce
R(R−1)/2 instances of each line. However, this iteration can be adapted easily such that
every line is produced just once.

105



8.2. GENERATING SETS OF USER CODES

n = 2 n = 3 n = 4
R = 3 7(7) 15(35) 31(155)
R = 4 13(13) 40(130) 121(1210)
R = 5 21(21) 85(357) 341(5797)

Table 8.2: Feasible N and (C) values for R = 3, 4 and 5 using projective spaces.

8.2.1.2 Finite Projective Spaces

A finite projective space PG(n, q) of dimension n ≥ 2 over a finite field K = GF (q),
with q = pk for some p prime and k ≥ 1, consists of a set V of N = (qn+1 − 1)/(q − 1)
points. The projective space PG(n, q) can be constructed from the affine space AG(n, q)
by adding points at infinity. More specifically, for each difference vector b − a we add a
single point to AG(n, q) and we also add this point to the qn−1 lines that correspond to
this difference vector, such that each line now carries q + 1 points. In this way, a total
of (qn − 1)/(q − 1) points are added. We also add lines at infinity such that these points
and lines at infinity also form a projective space PG(n− 1, q) on their own.

Using this construction we can also add coordinates to the projective plane by as-
signing (1, x1, . . . , xn) to the affine point with coordinate (x1, . . . , xn) and (0, y1, . . . , yn)
to the point at infinity that corresponded to the difference vector (y1, . . . , yn). As in the
affine case, there exists exactly one line through every two points, but now every line holds
exactly R = q + 1 points. Hence, there are exactly C = N(N − 1)/R(R − 1) different
lines in PG(n, q). Further, every two lines also intersect in at most one point.

Projective geometries thus allow us to generate |SN,R| user codes, provided that N
and R can be written as N = (qn+1 − 1)/(q − 1) and R = q + 1, for some n ≥ 2, q = pk

for p prime and k ≥ 1. Table 8.2 lists some of the N values for R = 3, 4 and 5.
As with the affine space, we can generate a maximum set of user codes by listing all

the lines in the projective space PG(n, q). We first list all the lines in AG(n, q) and add
a 1 to the front of each affine coordinate to get the corresponding projective coordinate.
This gives us the q coordinates of the affine points on these lines. By adding the point
(0, y1, . . . , yn) to each line, where y = (y1, . . . , yn) is its difference vector, we end up with
all the lines that contain affine points. The lines that are not listed thus far are all located
at infinity. As the space at infinity forms a projective space PG(n− 1, q), we simply use
this procedure in a recursive manner until n = 1 (where PG(1, q) has q + 1 points all
located on a single line).

8.2.2 Cyclic Balanced Incomplete Block Designs

As the finite geometry method we used up to now only gives us a limited set of codes,
we will now provide a second more general method to generate a set of user codes. For
this, we will rely on cyclic 2-(N,R, 1) designs, which are also known as cyclic balanced
incomplete block designs (CBIBDs). CBIBDs form a subclass of the 2-(N,R, 1) designs.
To specify a CBIBD, define the orbit of a block, i.e., user code, B = {b1, . . . , bR} as the
set of distinct blocks/codes

B + i = {b1 + i mod N, . . . , bR + i mod N},
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for i ∈ {0, 1, . . . , N − 1}. Any element in the orbit is called a base block and specifies the
entire orbit. If the orbit contains N elements, it is said to be full, otherwise it is termed
short. The orbit that contains the block

{0, N/R, 2N/R, . . . , (R− 1)N/R}

is called the regular short block. A CBIBD with N = 1 mod R(R − 1) is a 2-(N,R, 1)
design and its N(N − 1)/R(R − 1) user codes consist of (N − 1)/R(R − 1) full orbits.
A CBIBD with N = R mod R(R − 1) its N(N − 1)/R(R − 1) user codes on the other
hand consist of (N −R)/R(R− 1) full orbits and a single short orbit of size N/R which
corresponds to the regular short orbit. Hence, a CBIBD can be specified completely by
either (N − 1)/R(R − 1) base blocks (if N = 1 mod R(R − 1)) or (N − R)/R(R − 1)
base blocks for the full orbits and the base block {0, N/R, . . . , (R− 1)N/R} for the short
block (if N = R mod R(R − 1)). The set of codes SN,R is straightforward to generate
from the set of base blocks in a cyclic manner.

For R = 3, it has been shown [40] that for any N = 1 or 3 mod 6 there exists a
CBIBD, except for N = 9. For R ≥ 4, the existence of cyclic BIBDs is an unresolved and
difficult problem, however, a CBIBD with R = 4 exists for N = 1 or 4 mod 12 for all
N ≤ 600, except for N = 16, 25 and 28 [8]. For R = 5 one can often find a CBIBD when
N = 1 or 5 mod 20. For instance, when N < 85, the only N for which there is no CBIBD
is 25 and 45. A table containing the base blocks for all the (N,R) combinations used to
generate the required codes via a CBIBD for N < 85 is provided in Table 8.3-8.5 For the
remaining six (N,R) cases, it is not hard to generate a set of user codes. For instance,
(N,R) = (9, 3), (16, 4) or (25, 5) corresponds to an affine geometry of dimension 2 over
GF (3), GF (4) or GF (5), which we constructed in Section 8.2.1. For (N,R) = (25, 4),
we can construct a set of user codes using a difference system on Z5 ⊕ Z5 [1], relying on
the base blocks (0, 0), (0, 1), (1, 0), (4, 4) and (0, 0), (2, 0), (0, 2), (3, 3); the full list of user
codes is constructed as the other CBIBDs, however now each operation on xi in (x1, x2)
is applied modulo 5.

The base blocks needed to generate the user codes of the CBIBDs with N < 85 and
R = 3, 4 and 5 are listed in Tables 8.3, 8.4 and 8.5. Most of these entries were copied
from [12]. If present, the short block is emphasized.

8.3 Performance in a T = |SN,R| User Population

8.3.1 Analysis

In this section we demonstrate that, using the highly symmetric structure of a 2-(N,R, 1)
design, we can quite easily establish an expression for the success probability of an arbi-
trary packet. Notice, the success probability is valid for any 2-(N,R, 1) design and not
merely for the CBIBDs and the finite geometry based codes discussed in the previous
sections.

Let us first assess the success probability p
(r)
suc of the random selection algorithm for

a population of C users. Slots are grouped into sets of N slots and a user who generates
k ≥ 1 packets in a set of N slots, will transmit R instances of a single packet (that
contains the combined information of the k packets) by selecting R of the N time slots
within the next group of N slots. The k multiple packets per user are counted as one
(possible) success.
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7 0 1 3
13 0 1 4 0 2 7
15 0 1 4 0 2 9 0 5 10
19 0 1 4 0 2 9 0 5 11
21 0 1 3 0 4 12 0 5 11 0 7 14
25 0 1 3 0 4 11 0 5 13 0 6 15
27 0 1 3 0 4 11 0 5 15 0 6 14 0 9 18
31 0 1 12 0 2 24 0 3 8 0 4 17 0 6 16
33 0 1 3 0 4 10 0 5 18 0 7 19 0 8 17 0 11 22
37 0 1 3 0 4 26 0 5 14 0 6 25 0 7 17 0 8 21
39 0 1 3 0 4 18 0 5 27 0 6 16 0 7 15 0 9 20

0 13 26
43 0 1 3 0 4 9 0 6 28 0 7 23 0 8 33 0 11 30

0 12 26
45 0 1 3 0 4 10 0 5 28 0 7 34 0 8 32 0 9 29

0 12 26 0 15 30
49 0 1 3 0 4 9 0 6 17 0 7 23 0 8 30 0 10 31

0 12 36 0 14 34
51 0 1 3 0 4 9 0 6 25 0 7 35 0 8 22 0 10 21

0 12 27 0 13 31 0 17 34
55 0 1 3 0 4 9 0 6 16 0 7 32 0 8 29 0 11 42

0 12 27 0 14 36 0 17 37
57 0 1 3 0 4 9 0 6 13 0 8 26 0 10 33 0 11 32

0 12 40 0 14 41 0 15 35 0 19 38
61 0 1 3 0 4 9 0 6 13 0 8 25 0 10 33 0 11 30

0 12 32 0 14 40 0 15 37 0 16 34
63 0 1 3 0 4 9 0 6 13 0 8 25 0 10 41 0 11 44

0 12 36 0 14 37 0 15 43 0 16 34 0 21 42
67 0 1 3 0 4 9 0 6 13 0 8 23 0 10 38 0 11 33

0 12 42 0 14 32 0 16 43 0 17 36 0 20 46
69 0 1 3 0 4 9 0 6 13 0 8 24 0 10 38 0 11 47

0 12 32 0 14 40 0 15 50 0 17 42 0 18 39 0 23 46
73 0 1 3 0 4 10 0 5 35 0 7 32 0 8 24 0 9 55

0 11 53 0 12 52 0 13 39 0 14 29 0 17 54 0 22 45
75 0 1 67 0 2 47 0 3 41 0 4 69 0 5 68 0 11 55

0 13 61 0 15 33 0 16 52 0 17 43 0 19 40 0 22 51
0 25 50

79 0 1 29 0 2 19 0 3 14 0 4 42 0 5 13 0 6 22
0 7 52 0 9 55 0 10 53 0 12 59 0 15 54 0 18 48
0 21 56

81 0 1 39 0 2 58 0 3 34 0 4 21 0 5 67 0 6 15
0 7 36 0 8 59 0 10 63 0 11 37 0 12 61 0 13 48
0 16 40 0 27 54

Table 8.3: Base blocks to generate the user codes of the CBIBDs for R = 3.
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13 0 1 3 9
37 0 1 3 24 0 4 9 15 0 7 17 25
40 0 1 4 13 0 2 7 24 0 6 14 25 0 10 20 30
49 0 1 3 8 0 4 18 29 0 6 21 33 0 9 19 32
52 0 1 3 7 0 5 19 35 0 8 20 31 0 9 24 34

0 13 26 39
61 0 1 3 8 0 4 13 31 0 6 25 41 0 10 24 39

0 11 23 44
64 0 1 3 7 0 5 18 47 0 8 33 44 0 9 19 43

0 12 26 49 0 16 32 48
73 0 1 3 7 0 5 13 37 0 9 26 55 0 10 22 43

0 11 25 45 0 15 31 50
76 0 1 7 22 0 2 11 45 0 3 59 71 0 4 32 50

0 10 37 51 0 13 36 60 0 19 38 57
85 0 2 41 42 0 17 32 38 0 18 27 37 0 13 29 36

0 11 31 35 0 12 26 34 0 5 30 33

Table 8.4: Base blocks to generate the user codes of the CBIBDs for R = 4.

21 0 1 4 14 16
41 0 1 4 11 29 0 2 8 17 22
61 0 1 3 13 34 0 4 9 23 45 0 6 17 24 32
65 0 1 3 31 45 0 4 10 19 57 0 5 16 41 48 0 13 26 39 52
81 0 1 3 7 33 0 5 20 28 39 0 9 21 52 65 0 10 24 46 64

Table 8.5: Base blocks to generate the user codes of the CBIBDs for R = 5.

Assume that W users attempt to transmit their packet during an interval of N time
slots. The probability that a specific set of i slots, selected by a tagged user, remains
unused by the remaining W − 1 users equals

((
N−i
R

)(
N
R

) )W−1

.

Using an inclusion-exclusion argument, we obtain an expression for p(r)
suc(W ), the proba-

bility that a tagged user is successful given that W − 1 other users were active

p(r)
suc(W ) =

min(R,N−R)∑
i=1

(−1)i+1

(
R

i

)((N−i
R

)(
N
R

) )W−1

.

We further assume that each user generates packets according to a Poisson process
with rate λ. If multiple packets are generated by a single user in a length N interval, they
are combined into one message that is transmitted R times in the next interval. Thus,
with probability p = 1 − e−λN , a user will participate in a length N interval. The total
load on the contention channel therefore matches ρ = pC/N . Hence, the overall success
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probability under Poisson arrivals matches

p(r)
suc =

C∑
W=1

(
C − 1
W − 1

)
pW−1(1− p)C−W p(r)

suc(W )

=
C∑

W=1

W

ρN

(
C

W

)
pW (1− p)C−W p(r)

suc(W ), (8.1)

thus, W
ρN deals with the fact that a tagged user is more likely to be part of a larger group

of users.
Let us now assume that we have a user population of C = |SN,R| = N(N−1)/R(R−1)

users and each user is assigned a single user code that is used to transmit a packet. We will
address the problem of having a population with fewer (or more) than C users in Section
8.4 (or Section 8.6). For the performance analysis we consider a synchronous system, as
was done when analyzing the algorithm that selects R slots in a random manner [9, 46].
Furthermore, for the user code based algorithm, we will show by simulation that the results
obtained from the synchronous scenario nearly coincide with those in the asynchronous
setup.

For the analysis of our user code based algorithm, it is important to notice that a slot
that is part of some user code c will also be part of exactly

S =
N(N − 1)
R(R− 1)

R

N
− 1 = (N −R)/(R− 1)

other user codes, because any two slots uniquely characterize a user code and all codes
consist of exactly R slots. Further, every code c′ 6= c shares at most one slot with c,
making the sets of user codes that share one of the R slots of c disjoint.

Assume W ≤ C users each transmit R times according to their user code and we
have a total population of C users. Further let us tag the R transmission attempts by a
particular user. To know the probability that the tagged user is successful, it suffices to
compute the probability that at least one slot of a particular user code c is not shared by
one of the other W − 1 user codes. The probability that a specific set of i slots belonging
to code c is not used by any of the other W − 1 codes equals(

(C−1)−iS
W−1

)(
C−1
W−1

) ,

because there are C codes in total (including code c) and iS of them share a slot with the
specific set of i slots on c. To get the success probability psuc(W ) of a tagged user, we
can use the inclusion-exclusion principle such that we do not count too many successes,
as follows:

psuc(W ) =
min(R,b(C−W )/Sc)∑

i=1

(−1)i+1

(
R

i

)((C−1)−iS
W−1

)(
C−1
W−1

) .

Remark, the success probability does not depend on the specific user code assigned to the
tagged user, implying that the user codes are fair. By replacing p(r)

suc(W ) with psuc(W )
in (8.1), we obtain the success probability psuc for the user code based algorithm under
Poisson arrivals.
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8.3.2 Numerical Results

Figures 8.2, 8.3 and 8.4 illustrate the error probability for arrivals following a Poisson
process, as defined in previous section, for the cases where R = 3, 4 and 5 respectively.
The values of N were chosen such that each figure holds an example with a CBIBD
with N = 1 mod R(R − 1) and N = R mod R(R − 1). We see that the use of user
codes reduces the error probability significantly compared to random selection, where the
reduction becomes more pronounced as the population size and the load diminishes. This
gain can be understood as the specific construction of the user codes, that is two codes
share at most one common slot, significantly increases the chances of retaining at least
one successful packet per user. Having a loss tolerance of about 1% thus means that we
can support substantially higher loads using the user code based approach. Further notice
that, given a fixed load ρ, increased user populations (and correspondingly more slots N
to choose from) cause more packet losses for the user code based algorithm, as opposed
to the random selection that seems to benefit in the more slots and users scenario.

A comparison with a time driven simulation is provided. As the closed formulas
are exact for the synchronous setup, there was a perfect agreement with the simulated
synchronous scenario. Figures 8.2 to 8.4 also depict the simulated asynchronous scenario,
where we use the shifted bit vector approach for the user codes as explained in Section 8.1.
A remarkable observation can be made with respect to the synchronization mechanism.
For the random selection, synchronization (or grouping) has a negative influence on the
packet loss. This is in contrast with many other random access schemes (e.g., slotted
vs. unslotted ALOHA), because here a packet is saved if one of its R instances survives
transmission, whereas in a classic setting losing a part of the transmission corrupts the
entire transmission attempt. This synchronization penalty is however not observed in the
user code based results. So it seems that our user codes do not suffer a grouping penalty,
which is very useful for frame-based networks.

We must remark that to match the arrival pattern of the theoretical synchronous
analysis and the simulated asynchronous case, a minor modification to the Poisson process
is required, as Figure 8.5 illustrates. This modification is needed as multiple arrivals that
occur in the same group were merged into one arrival in the synchronous setup. Hence,
in order to consider exactly the same arrivals in both scenarios, some arrivals are ignored,
while others are slightly shifted to avoid contention between two packets of the same user.
We refer to Section 8.7.3 for more details.

8.4 Selecting T of the |SN,R| User Codes

In this section we consider a population of T < |SN,R| users and address the problem
of selecting T user codes from the set of |SN,R|. We could select T codes at random,
however, if we are unlucky in our choice, the performance might reduce, even though we
have fewer users. To remedy this problem, we propose a method that orders the |SN,R|
users codes such that a population of T users will make use of the first T user codes.
Although, one easily shows that this choice does not maximize psuc for many T values,
we will demonstrate that it significantly improves the average performance of a random
selection of T codes. The advantage of this approach is also that we can simply add
new users (and their codes) at runtime without the need to change the user codes of the
existing population, which is in general not the case for an optimal selection procedure.
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Figure 8.2: Performance results in a |SN,R| user population, for R = 3, N = 39 and 61, which
results in C = 247 and 610 users, respectively.
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Figure 8.3: Performance results in a |SN,R| user population, for R = 4, N = 40 and 61, which
results in C = 130 and 305 users, respectively.
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Figure 8.4: Performance results in a |SN,R| user population, for R = 5, N = 41 and 65, which
results in C = 82 and 208 users, respectively.

Poisson arrivals:
Simulated arrivals:

Grouped simulation:
Shifted simulation:

Slot structure:
1

1

2 3 4 5

2 4

Figure 8.5: Illustration of the arrival process of a single user, as used by the simulation. Poisson
arrivals 3 and 5 are not considered in the simulation, since they are both the second arrival within
the same group. Although arrival 2 occurs shortly after the first one, it is used, but assumed to
arrive exactly N slots after the first one. Thus, both simulations consider the same arrivals as
used in the theoretical analysis.
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Finally, this order also allows us to establish a closed expression for the success probability
psuc.

The idea is to partition the set of all user codes SN,R into two-by-two disjoint sets
S1, . . . ,Sn, for some n > 1, where Si contains siN/R user codes such that each slot
appears exactly si times in Si. Next, we list all the user codes by first listing S1 in some
order, followed by S2, etc. Ideally, we would like to have si = 1 for all i = 1 to n, meaning
each set consists of N/R codes and the union of these codes results in the complete set
of N slots. Designs that allow such a partitioning are known as resolvable designs [1].
However, resolvability is a rather strong property and many designs cannot be resolved.

8.4.1 Finite Geometry

In affine geometries these partitions, with si = 1 for all i = 1 to n, correspond to lines with
the same difference vector; as a result, the partitioning is easy to achieve. For the finite
projective geometries such a partitioning corresponds to generating a spread of spreads,
which is only possible if the dimension n of the space is odd. An algorithm based on a
technique developed in [4] for n = 3 is discussed. As shall become apparent further on
n = 3 covers most of the practical cases, as we are mainly interested in R = 3 to 5 (as
R = 1 and 2 are trivial) and N below 100.

Our design goal is to partition the set of all lines SN,R in AG(n, q) and PG(n, q) such
that none of the lines part of the same partition intersect. Further, within every partition,
we also demand that every point lies on some line. We start with AG(n, q).

8.4.1.1 Finite Affine Spaces

In the affine case, it is not hard to devise such a partitioning by making use of difference
vectors. In AG(n, q) there are C = qn−1(qn − 1)/(q − 1) lines and to each of the (qn −
1)/(q − 1) difference vectors correspond exactly L = N/R = qn−1 lines. By definition,
lines with the same difference vector cannot intersect, so by associating a partition to
each difference vector, we end up with the required partitioning of SN,R.

To get a total ordering of SN,R, we list the lines partition by partition. From the
results presented in Section 8.5 one deduces that the order of the partitions is irrelevant.
The order of the lines within a partition does have a minor impact on the performance
(when T is not a multiple of L), but is chosen at random.

8.4.1.2 Finite Projective Spaces

First we review some basic facts about finite fields. Every finite field has a generator
for the multiplication, i.e., there exists an α ∈ GF (qn) such that every nonzero element
can be expressed as a power of α. If m|n we can embed GF (qm) in GF (qn) as the set

containing the zero and all powers of α
qn−1
qm−1 . We can view GF (qn) as vector space over

GF (qm) and this vector space has a basis consisting of the elements α0, . . . , α
n
m−1. So

taking m = 1 we can express every nonzero element of GF (qn) in two ways: as a power
of the generator or as a GF (q)-linear combination of the first n powers of the generator.
The first representation is ideal to compute products while the second is used to compute
sums.

The points in the projective space PG(n, q) can be seen as elements in GF (qn+1)
by mapping (x0, . . . xn) to x0 + x1α + . . . xnα

n. These elements are determined up to
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multiplication with a nonzero element of GF (q). If ξ ∈ GF (qn+1) we will denote the
corresponding element of PG(n, q) by [ξ]. Using the exponential representation we can
see that every point is of the form [αk] and two powers k1, k2 give the same point if
k1 = k2 mod qn+1−1

q−1 .
A set of lines S in the projective space PG(n, q) is called a spread if every point in

PG(n, q) is contained in exactly one line of S. The existence of spreads implies that n
must be odd because the number of points in PG(n, q) must divide the number of points
on a line.

#S =
#PG(n, q)
q + 1

=
qn+1 − 1
q2 − 1

If n is odd one can always construct a spread using finite fields. We briefly describe this
construction as outlined in [15]. For every 0 ≤ i < qn+1−1

q2−1 we define the line

`i = {[αi+ν
qn+1−1
q2−1 ]|0 ≤ ν < q + 1}.

It can be checked that this is indeed a line and `i ∩ `j = ∅ if i 6= j. So S = {`i|0 ≤ i ≤
qn+1−1
q2−1 } is a spread and it is called the standard spread.

Example. If q = 2 and n = 3 we have to work over GF (24). As generator we will use
the α that satisfies α4 = α+ 1. This generates the following spread

`0 = {[1], [α5], [α10]} = {[1], [α+ α2], [1 + α+ α2]}
= {(1, 0, 0, 0), (0, 1, 1, 0), (1, 1, 1, 0)}

`1 = {[α], [α6], [α11]} = {[α], [α2 + α3], [α+ α2 + α3]}
= {(0, 1, 0, 0), (0, 0, 1, 1), (0, 1, 1, 1)}
· · ·

which has 5 lines with 3 points covering all 15 points of the projective space.
A set of spreads P of the projective space PG(n, q) is called a packing if every line in

PG(n, q) is contained in exactly one spread of P. The existence of packings is proven if
n = 3 and for this case we will give the construction of a packing.

If q = 2 one can consider the following automorphism of PG(3, 2)

φ : (x0, . . . , x3)→ A · (x0, . . . , x3) with A =
(

1 0 0 0
0 0 0 1
0 1 0 0
0 1 1 0

)
.

If we start with the standard spread from the example and apply the automorphism to
all the points we get a new spread Sφ. As the matrix A has order 7, we get 7 different
spreads: S,Sφ,Sφ2

, . . . ,Sφ6
. One can check that these 7 spreads form a packing. Note

that this construction depends highly on the form of A and it cannot be generalized to
other q.

If q > 2 we will use a construction by Beutelspacher [4] that is “a little” more involved.
Let α be the generator of GF (q2) so every element in this field can be written as x+ yα
with x, y ∈ GF (q). We embed PG(3, q) inside PG(3, q2) using the map

(x0, . . . , x3)→ (x0 + 0α, . . . , x3 + 0α)
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A line ` in PG(3, q) will induce a line ˜̀ in PG(3, q2), which contains apart from the points
in ` an extra q2 − q points.

Take any line `0 ⊂ PG(3, q) and choose 2 points p0, p1 ∈ ˜̀
0 and a third point p2 ∈

PG(3, q2) \ ˜̀
0. We can define the subset π0 := {λ0p0 + λ1p1 + λ2p2|λi ∈ GF (q)}\{0} ⊂

PG(3, q2). This subset is called a Baer subplane and it is a set of (q3−1)/(q−1) = q2+q+1
points sitting inside a plane in PG(3, q2), as such it is isomorphic to PG(2, q). We choose
p0, p1, p2 in such a way that π0 has no points in common with PG(3, q). It is not difficult
to show that such points can always be found [4].

There are ((q3−1)/(q−1))((q3−1)/(q−1)−1)
(q+1)q = q2 + q + 1 lines in PG(3, q2) that connect

pairs of points of the Baer subplane. We will denote them by gi with 0 ≤ i ≤ q2 + q and
we suppose that g0 = ˜̀

0. Every line gi is the union of 2 sets of points: g0
i := gi ∩ π0 and

g1
i := gi \ π0. For both sets we define a set of lines in PG(3, q):

G0
i := {` ⊂ PG(3, q) : ˜̀∩ g0

i 6= ∅}
G1
i := {` ⊂ PG(3, q) : ˜̀∩ g1

i 6= ∅}.

To state the final result we have to introduce extra notation. If L is a set of lines in
PG(3, q) then L> is defined as the set of all lines that intersect all lines in L.

L> := {` ⊂ PG(3, q)|∀l ∈ L : ` ∩ l 6= ∅}.

Theorem[4] For each 1 ≤ i ≤ q2 + q the set

Si := G0
i
> ∪ G1

i

is a spread. The set of remaining lines S0 := {` ⊂ PG(3, q)|` 6∈ ∪1≤i≤q2+qSi} is also a
spread and together they form a packing.
Remark. Because of the special form of the G0

i , one can show that G0
i
> = {l1, l2, l3}> for

any subset of G0
i that has 3 elements. This simplifies the calculation of G0

i
> a lot.

Now, we are in a position to transform the theorem to an algorithm that constructs
the packing. We suppose that there exist subroutines that perform the addition and
multiplication in GF (q) and GF (q2). Points in PG(n, q2) are represented as arrays of
n+1 elements of GF (q2). We need a function STD that brings such a point in its standard
form, i.e., multiplies it with a scalar such that the first nonzero element equals 1. Also
let PG(n, q) be a function that generates a list of the points in PG(n, q).

1. Find p0, p1, p2 for a Baer Subplane with no common points in PG(3, q):
Define p0 := [1, α, 0, 0] and p2 := [0, 0, 1, α]. Vary i1 < i2 from 2 to q2 − 1 and
let p1 := [αi1 , αi2 , 0, 0]. Check for every j from 1 to q − 1 whether STD(p1) and
STD(p0 + αj(q+1) ∗ p1)1 are not in PG(3, q). If this holds for all j we fix p1.

2. Construct the points and lines of the Baer Subplane:
The points are STD(b[0] ∗ p0 + b[1] ∗ p1 + b[2] ∗ p2), where we vary b in the list
PG(2, q). Put these points in the list BPOINTS. Make a list BLINES containing the
lines in PG(3, q2) between pairs of points in BPOINTS except the line between p0
and p1.

1αj(q+1) lists all elements of GF (q) with j from 1 to 1− q, as α is the generator of GF (q2).
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3. Construct the G’s:
Make a list LINES containing the lines in PG(3, q). Vary i in LINES and j in BLINES.
Look at the intersection between i and j. If it is nonempty, we add i to the list
G0[j] if the unique element of the intersection sits in BPOINTS. If it does not sit in
BPOINTS, we add it to the list G1[j].

4. Construct the set G0
i
> and add it to G1

i :
Vary i from 1 to Length(BLINES), vary x on the line G0[i][1] and y on the line
G0[i][2]. Let L be the line in PG(3, q) between x and y. If L intersects the line
G0[i][3], we add L to G1[i].

5. Construct the final spread:
The G1[i] are all disjoint spreads. To construct the final spread we select all lines
that are not contained in some G1[i].

The algorithm generates the packing in a matter of seconds, therefore, no attempts were
made to further optimize its efficiency. The other user code ordering or generation al-
gorithms presented in this chapter all required less than one second (for the numerical
examples under consideration).

8.4.2 CBIBDs

The CBIBDs introduced earlier naturally lead to the following sets. If N = 1 mod R(R−
1), we can partition SN,R into S1, . . . ,Sn, with si = R and n = (N − 1)/R(R − 1) by
assigning the orbit of the i-th base block, which is full and holds N user codes, to Si.
When N = R mod R(R − 1), we define s1 = 1 and associate the regular short block,
containing N/R codes, to S1, while s2 = . . . = sn = R, with n = (N − R)/R(R − 1) + 1
and Si holds the orbit of the (i−1)-th full base block, for i > 1. As will become apparent
in the next section, the order of the full base blocks is irrelevant for the performance of
the resulting multiple access scheme.

8.5 Performance in a T < |SN,R| User Population

8.5.1 Analysis

In this section we derive a new expression for psuc taking into account that we have only
T < |SN,R| = C users. The closed expressions presented apply to any user code based
algorithm making use of a 2-(N,R, 1) design where the set of user codes is partitioned
into S1, . . . ,Sn as indicated in Section 8.4.2 and T =

(∑t
i=1 si

)
N/R for some 1 ≤ t ≤ n.

Notice, for resolvable designs we therefore cover all population sizes T that are a multiple
of N/R, for the CBIBDs the successive population sizes T covered differ by N users. For
other values of T , we can get a useful approximation by considering the closest T value
of this form.

Denote T = kL, with L = N/R and k =
∑t
i=1 si. Due to the design of the selection

algorithm, each slot is shared by exactly k user codes. Thus, if we tag a user, each slot
belonging to its user code c will be shared by exactly k − 1 other users. Also, the set of
codes that contain one slot of c will be disjoint with a code that shares any other slot
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Figure 8.6: Performance results in a T ≤ |SN,R| user population, with ρ = 0.1 and R = 3, 4
and 5. Note for N = 45, 64 and 81, we have C = 330, 336 and 324, respectively.

with c. Hence, analogue to Section 8.3.1, where S is now replaced by k − 1 and C by T ,
we find

psuc(W ) =
min(R,b(T−W )/(k−1)c)∑

i=1

(−1)i+1

(
R

i

)((T−1)−i(k−1)
W−1

)(
T−1
W−1

) .

For k = 1, this expression reduces to psuc(W ) = 1. Next, we can use (8.1) to determine
the success probability under Poisson arrivals.

8.5.2 Numerical Results

Figure 8.6 illustrates the loss probability for the case where R = 3, 4 and 5, for more
scenarios we refer to Section 8.7.3. The values of N were chosen as N = 45, 64 and
81, such that for all three scenarios the number of available user codes C is close to
330. We first observe that the loss rate reduces as the population size diminishes, where
the loss rate drops to zero when the number of users T = N/R. Furthermore, the gain
obtained by having a size T < C user population is much more pronounced for the code
based algorithm, when compared to the random selection. Finally, we also note that the
grouping or synchronization penalty of the random selection algorithm remains absent
for the user code based scheme for all T < C.

8.6 Dealing with more than |SN,R| Users

Eventhough the user codes are mostly effective when the user population T is bounded by
|SN,R|, we will demonstrate that these codes still have their merits even when T exceeds
|SN,R|. We discuss two simple possibilities for supporting larger populations that show
how to exploit the |SN,R| user codes.
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A first approach is to reuse existing codes for the additional users. Hence, code i
is used by the set of users with ids {k|SN,R| + i|k ≥ 0}. The main disadvantage of
this approach is that as soon as two users with the same code become active, they will
eliminate all of the R transmissions of one another. Code reuse therefore seems mostly
useful when T is only marginally larger than |SN,R|.

A second, probably better alternative is to assign codes to the first |SN,R| users and to
let the remaining T − |SN,R| perform a random selection. The main disadvantage of such
an approach is that some unfairness between coded and random users can be expected.
We will comment more on this unfairness issue in Section 8.7.3.

We finally note that it might be useful to consider other t-(N,R, λ) designs when the
user populations is of size T > |SN,R|. For instance, setting t = 3 and λ = 1, would
allow two codes to share at most two slots. Notice, eventhough the code reuse solution
mentioned above is a 2-(N,R, λ) design if all codes are used exactly λ times, other designs
of this type should result in a better performance.

8.7 Performance in a T > |SN,R| User Population

8.7.1 Analysis of Code Reuse

The analysis presented in this section applies to any 2-(N,R, λ) design that is obtained
from a 2-(N,R, 1) design by code reuse, but does not necessarily apply to other 2-(N,R, λ)
designs. Consider a population of T > |SN,R| = C users, where user j uses code j mod
|SN,R|. Now each code is used by at least α = bT/Cc users, while some codes are used
as many as α + 1 times. The probability that a given user uses a code which is used α
times, is given by:

pm =
α ((α+ 1)C − T )

T
.

This allows us to establish the success probability, given that W users are active in an
interval of N slots, where we will distinguish between the case where the tagged user
code is used α or α + 1 times. For simplicity, we assume that T is of the form T = kL,
where L was defined as N/R and k = αC/L+

∑t
i=1 si similar to Section 8.5, meaning we

distribute the C codes α times among the first αC users and the remaining kL−αC users
are given the codes in the first t partitions S1, . . . ,St. By noticing that each slot is part
of exactly k user codes (of which some are identical due to the reuse) and by applying
similar arguments as before, one establishes

psuc(W ) = pm

min(R,b 1+T−W−αk−α c)∑
i=1

(−1)i+1

(
R

i

)((T−α)−i(k−α)
W−1

)(
T−1
W−1

)
+(1− pm)

min(R,bT−W−αk−1−α c)∑
i=1

(−1)i+1

(
R

i

)((T−1−α)−i(k−1−α)
W−1

)(
T−1
W−1

) .

To obtain the success probability psuc for Poisson arrivals, we refer to (8.1).
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8.7.2 Analysis of User Codes Combined with Random Selection

Consider the same population of T > |SN,R| = C users, where C users make use of a code,
whereas the remaining T −C users transmit at random. Assume that W = W (c) +W (r)

users are active in an interval of length N . With probability

p(W (c),W (r)) =

(
C

W (c)

)(
T−C
W (r)

)(
T

W (c)+W (r)

) ,
W (c) of them have a user code and W (r) do not. Given that W (c) users have a code and
assuming the tagged user has a code, we find that the probability that the tagged user is
successful is given by

p(c)
suc(W

(c),W (r)) =
m∑
i=1

(−1)i+1

(
R

i

)((C−1)−iS
W (c)−1

)(
C−1

W (c)−1

) ((
N−i
R

)(
N
R

) )W (r)

,

where m = min(R,N −R, b(C −W (c))/Sc).
Deriving a closed expression for the success probability when the tagged user belongs

to the set of the remaining W (r) users, who transmit in a random manner, is more
problematic as a random selection can intersect with user codes in a multitude of manners.
However, for a tagged user without a code, it turns out that we can make an excellent
approximation by assuming that all W − 1 other users (including the W (c) that have a
code) appear to choose their slots randomly. Hence, from the perspective of a random
user, it seems that everyone is transmitting at random. Numerical evidence of the close
resemblance between the actual simulated success probability and this approximation is
given in Section 8.7.3. Given this approximation, the resulting success probability of an
arbitrary active user becomes:

psuc(W ) =
min(W,C)∑

W (c)=W−W (r)=0

p(W (c),W (r))
W

· (W (c)p(c)
suc(W

(c),W (r)) +W (r)p(r)
suc(W ),

with p
(r)
suc(W ) the success probability for W users performing a random selection, as

defined in Section 8.3.1. To obtain the success probability psuc for Poisson arrivals, we
refer to (8.1).

8.7.3 Numerical Results

Figures 8.7, 8.8 and 8.9 show the results for various user populations. We compare both
the reuse of user codes and the combination of user codes with random selection against
completely random selection for a load of 10 percent. As expected, the combination of
user codes with random selection outperforms the other two setups for all scenarios, while
the reuse of codes becomes inferior to a standard random selection when the population
becomes large enough. We can also remark that in this case, while the population size
is more or less held constant, transmitting the packet more often (when more delay is
allowed) seems to have a positive effect on the success probability. We refer to Section
8.8, where we will investigate further on the optimal choice of R.

120



CHAPTER 8. CONTENTION CHANNEL WITHOUT FEEDBACK

5.10−3

1.10−2

2.10−2

3.10−2

0 100 200 300 400 500 600 700

Fa
ilu

re
pr

ob
ab

ili
ty

User population T

Random selection
Code + Random

Reuse codes
Random (Simulation - Shifted)

Code + Random (Simulation - Grouped)
Code + Random (Simulation - Shifted)

Reuse codes (Simulation - Shifted)

Figure 8.7: Performance results in a T > |SN,R| user population, with ρ = 0.1 for R = 3 and
N = 45, meaning C = 330.
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Figure 8.8: Performance results in a T > |SN,R| user population, with ρ = 0.1 for R = 4 and
N = 64, meaning C = 336.
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Figure 8.9: Performance results in a T > |SN,R| user population, with ρ = 0.1 for R = 5 and
N = 81, meaning C = 324.

The simulation results for the synchronous scenario were matched perfectly by the
closed formulas for the random selection and reused codes. For the combined setup, we
see that the approximation formula suggested for the random users turns out to be very
effective. In Section 8.3.2 we noticed that there is a synchronization penalty associated
with the random selection, while the user code scheme did not experience such a penalty
for T ≤ |SN,R|. When the population T becomes larger than |SN,R|, this penalty does
surface for both the reuse scenario and the combined scheme. Intuitively, we can expect a
gain when two users sharing the same code become desynchronized, meaning the shifted
bit vectors will prevail.

The formula for psuc(W ), combined with the numerical results, also suggests that the
combination of user codes with random selection offers a higher success probability to
users with a user code; the loss probability of the remaining users corresponds to the
standard random selection scenario. This clearly introduces some unfairness. However,
the alternative of using no user codes only offers a disadvantage to the coded users and
no advantages for the random users, so there is no harm in introducing codes in part of
the population. Recall that among the users who transmit using a user code there is no
unfairness (as there is no unfairness among the users who transmit at random), as all
user codes result in the same success rate.

8.8 Engineering Rules

In this section we provide a number of essential engineering rules when deploying a multi-
ple access channel with a user code based algorithm. The loss tolerance ε and the number
of slots N , related to the maximum delay, typically both stem from the application under
consideration. Given ε and N , we determine the maximum load ρ that the random access
channel can carry without violating the loss tolerance, for various population sizes T when
R = 1 to 5.

When R = 1, we will assign a single slot to the first N users, meaning if T ≤ N all
packets are successful, while the remaining T −N users select a single slot at random. For
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Figure 8.10: Maximum supportable load ρ for N = 61 and a loss tolerance of ε = 0.01 for
R = 1 to 5.

R = 2, the set of user codes SN,2 corresponds to all the 2-element subsets of {0, . . . , N−1}.
These length 2 user codes are CBIBDs, for all N , where all the base blocks are full and
given by (0, 1), (0, 2), . . . , (0, (N −1)/2) when N is odd. For N even, we have N/2−1 full
base blocks (0, 1), . . . , (0, N/2−1) and the short block (0, N/2). For T ≤ N(N −1)/2, we
can therefore order the list of user codes as explained in Section 8.4 and apply the closed
formulas as presented in Section 8.5.

Figure 8.10 depicts the maximum supportable load ρ for an application with a loss
tolerance of 1% and a maximum delay of N = 61 slots. Clearly, as the population
size T increases, this load decreases. We also observe a small drop in the R = 5, 4 and 3
curve at T = |SN,R| = 183, 305 and 610, respectively, as larger populations imply that the
remaining T−|SN,R| users make use of a random transmit strategy. Thus, for T to infinity
these curves should converge to the random selection strategy (as the percentage of users
with a code decreases to zero). For T ≤ N , we obviously find that a single transmission
is best as all packets are successful (as every user has his own slot). However, as soon as
T only marginally exceeds N , its performance deteriorates quickly. The R = 2 system,
with its 1830 user codes, performs better, but is still well below the other R values. The
optimal number of transmission attempts R for this specific setup turns out to be either
R = 5 or R = 4 depending on the population size T .

In order to get some general understanding of the optimal choice for R as a function
of the population size T and the loss tolerance ε, we have included Figure 8.11. In this
figure we have partitioned the (ε, T ) plane for ε ∈ [10−5, 1] and T = 0, 61, . . . , 854 into
different areas. The number of the area indicates which value of R supports the highest
load without violating the loss tolerance when the code based algorithm is used with
R = 1 to 5. The four nearly vertical lines in the plot make the same partitioning, but for
the random selection strategy (i.e., without using codes).

A first observation is that as the loss tolerance increases, fewer transmissionsR perform
better for both the random and code based algorithm. For the random selection, the
population size has hardly any impact on the optimal choice of R, that is, the four lines
partitioning the plane are nearly vertical. For the code based system the population size
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Figure 8.11: Optimal number of transmission attempts R as a function of the population size
T and the loss tolerance ε for both the code based and random algorithm for N = 61.
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Figure 8.12: Optimal number of transmission attempts R as a function of the population size
T and the loss tolerance ε for both the code based and random algorithm for N = 25.
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CHAPTER 8. CONTENTION CHANNEL WITHOUT FEEDBACK

has a much stronger impact and as R increases the lines become less and less vertical (the
R = 5 line even dissappears temporarily from the figure). Each of these lines follows the
same pattern, that becomes more pronounced as R grows. Typically, for T small, it is not
far from its corresponding random line. In this case, all the users have a code. When the
population size exceeds the number of available codes, which occurs as T = 3660/R(R−1),
the line moves away from the random line. This comes as no surprise as part of the user
population starts to transmit randomly for T > 3660/R(R − 1), causing a drop in the
achievable maximum througput (see Figure 8.10). As the population size T continues
growing, it slowly converges back to the random line (which is what we expect as T to
infinity causes both schemes to behave identical).

Figure 8.12 depicts the same results for N = 25 slots. The behavior is completely
analogue to the previous figure (except that the R = 5 line only enters the figure for T
large as we only have 25 codes). We also observe that a smaller N value implies that
fewer transmission attempts tend to perform better for a given loss tolerance ε, as all the
lines are shifted to the left when going from N = 61 to N = 25. We also remark that
R = 4 and 5 with N = 25 are both among the few exceptions for which no CBIBD exists
(see Section 8.2).
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Een breed aanbod van netwerkprotocollen bestaat reeds vandaag de dag. Centraal in
deze netwerken situeert zich echter nog steeds hetzelfde fundamenteel probleem, namelijk
het multiple access probleem. Om een bericht te versturen heeft een netwerk nood aan
een medium, zoals bijvoorbeeld een kabel. Als een klein aantal gebruikers dit medium wil
delen, moeten ze afspreken wie wanneer mag sturen, wat soms wordt aangeduid met de
naam medium access protocol. Moesten ze dat niet doen, zouden ze door elkaar beginnen
te sturen, wat het succesvol ontvangen van berichten quasi onmogelijk2 zou maken.

Een mogelijke aanpak voor dit probleem bestaat er in om elke gebruiker een periode
toe te kennen waarin deze mag sturen. Deze toekenning kan vastliggen of dynamisch
aangemaakt worden, en is inderdaad een zeer efficiënte oplossing wanneer slechts een
kleine groep van gebruikers actief is en ieder van hen steeds een bericht wil zenden. Zodra
deze groep van gebruikers echter groter wordt, en de kans dat een individuele gebruiker
een bericht heeft om te versturen verlaagt, zal dit systeem minder efficiënt gaan werken,
terwijl de gebruikers steeds langer moeten wachten.

Een andere oplossing voor dit probleem, zogenaamd contention acces, is eerder geschikt
voor grotere groepen gebruikers. In dit systeem worden geen reservaties gemaakt, en elk
tijdstip kan in principe door iedereen gebruikt worden. Het nadeel hierbij is dat van
zodra twee of meer gebruikers beslissen om tegelijkertijd te sturen, geen bericht van
beiden correct zal toekomen bij de ontvanger. Het lijkt misschien mogelijk dit probleem
aan te pakken door telkens een periode te wachten tot het kanaal ongebruikt lijkt, maar
dit verhindert niet dat een andere gebruiker precies dezelfde strategie volgt, met opnieuw
een botsing tot gevolg. Hieruit blijkt dat de keuze van zend- en herzendregels cruciaal is
bij dit soort systemen. Bovendien zorgt dit ervoor dat een hoge throughput moeilijker te
bereiken is.

Contention access kanalen zijn reeds toegepast in verschillende netwerktechnologieën.
Ze werden bijvoorbeeld gebruikt om de beschikbare bandbreedte in 802.11 netwerken te
verdelen, en ook in 10 en 100Mbit Ethernet systemen. Andere point-to-multipoint netwer-
ken omvatten hybrid-fiber-coaxial (HFC) netwerken (Data Over Cable Service Interface
Specification (DOCSIS) netwerken), passive optical networks (PONs) en Digital Video
Broadcasting - Return Channel via Satellite (DVB-RCS) netwerken. Een DVB-RCS net-
werk [13] biedt bijvoorbeeld een upstream pad dat toelaat om via een satelliet terug te stu-
ren. In combinatie met Digital Video Broadcasting - Satellite - Second Generation (DVB-
S2) [14] kan dit systeem de eindgebruikers toelaten om tweeweg satellietnetwerken voor
thuisgebruik op te zetten. DVB-RCS is eveneens een voorbeeld waarbij contention ac-

2Sommige kanalen ondersteunen wel het ontvangen van een (beperkt) aantal berichten tegelijkertijd,
zoals bijvoorbeeld kanalen met capture [45].
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cess wordt gecombineerd met reservatieschema’s. Contention tijdssloten kunnen gebruikt
worden voor de initiële datapakketten en bandbreedteaanvragen, terwijl de Volume-Based
Dynamic Capacity (VBDC) en constant rate assignment mechanismen instaan voor de
verdere datastroom.

Deze thesis spitst zich vooral toe op twee belangrijke scenario’s in het contention access
probleem. Het eerste scenario speelt zich af wanneer er na elke verzendpoging feedback
volgt over het al dan niet succesvol zijn, waarbij het aantal gebruikers in principe oneindig
groot kan zijn. Het tweede scenario is hieraan nauw verwant; het verschilt enkel door de
afwezigheid van feedback. De betrachting hierbij is dan niet langer om een succesvolle
transmissie te garanderen, maar om de kans op succes zo hoog mogelijk te houden. Het
aantal gebruikers is hier typisch eerder beperkt.

Deel I behandelt het eerste scenario van contention access met feedback, waarbij ge-
bruik wordt gemaakt van successive interference cancellation (SIC). In Hoofdstuk 1 herha-
len we eerst een bekend theoretisch model, wat reeds veelvuldig werd gebruikt in de studie
van contention access met feedback. Daarna wordt dit model uitbreid met SIC. SIC is een
techniek die gebruikt kan worden om de performantie van contention access algoritmes
te verbeteren. Daarna hebben we het over zogenaamde tree algoritmes, een techniek die
reeds gekend is als oplossing voor het contention access probleem. Hierin bespreken we
als eerste het basic en modified tree algoritme, gevolgd door het part-and-try algoritme,
welke pakketten aflevert in de volgorde waarin ze gegenereerd zijn (first-come-first-served
(FCFS)). Veel onderzoekers hebben de zogenaamde maximum stable throughput (MST)

van verschillende contention access algoritmes bestudeerd. Deze MST geeft de hoogst
haalbare throughput weer waarbij de transmissies succesvol aankomen in een eindige tijd.
De hoogste MST momenteel behaald in het standaard model is 0.4878. Door dit stan-
daard model te verrijken met SIC, behaalde het successive interference cancellation tree
algorithm (SICTA) een MST van 0.6931. Dit hoofdstuk wordt afgesloten door een korte
beschrijving van dit algoritme.

In de volgende hoofdstukken stellen we een aantal nieuwe tree algoritmes voor, die
allen gebruik maken van SIC. Aan de hand van enkele bestaande technieken kunnen we
de MSTs hiervan bepalen. Meer bepaald, in Hoofdstuk 2 bepalen we eerst de capaciteit
van het SIC kanaal. In het geval van een eindige populatie komt de capaciteit overeen
met de hoogst haalbare MST door een algoritme. We stellen dan ook een algoritme
met een MST van 1 voor, dat zoveel mogelijk informatie uit SIC tracht te halen. Door
zijn hoge tijdscomplexiteit is dit voornamelijk een theoretische bijdrage. Als het aantal
gebruikers echter eindig is, stellen we ook een algoritme voor met een throughput van 1
dat qua tijdscomplexiteit wel praktisch realiseerbaar is. Dit algoritme is gëınspireerd op
het bekende deterministische tree algoritme.

Het vervolg van Deel I focust op een oneindige populatiegrootte. Hierbij maken we de
realistische veronderstelling dat het aantal geheugenplaatsen om signalen voor SIC op te
slaan begrensd is, initieel slechts één. Hierin verschilt deze aanpak van het reeds gekende
SICTA algoritme, in die zin dat SICTA een onbegrensd aantal geheugenplaatsen vereiste.

Het algoritme met de hoogste MST, onder het standaard theoretisch model, is geba-
seerd op het bekende 0.4871 part-and-try algoritme. In Hoofdstuk 3 trachten we dan ook
eerst om dit algoritme te verbeteren met de informatie die SIC kan opleveren. Hierbij
kunnen een aantal tijdssloten worden overgeslagen, doordat de inhoud kan afgeleid wor-
den van de andere sloten. Hierdoor wordt een MST van 0.6365 bereikt. Als we echter
wensen dat de pakketten in een FCFS volgorde moeten aankomen (een eigenschap van
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het oorspronkelijke part-and-try algoritme), moet er een prijs betaald worden qua MST;
deze zakt tot 0.6210.

Vervolgens, in Hoofdstuk 4, gaan we na of stack gebaseerde tree algoritmes tot een
hogere MST kunnen leiden. Bij de part-and-try gebaseerde algoritmes werd er telkens een
deel van de op te lossen botsingen uitgesteld; bij de stack gebaseerde algoritmes worden
botsingen helemaal recursief opgelost. Dit uitstellen was interessant vanwege de Pois-
son veronderstelling in het standaard model, aangezien er op voorhand geen informatie
beschikbaar was over het uitgestelde deel. Wanneer SIC wordt gebruikt, is er wel al in-
formatie op voorhand beschikbaar, waardoor de stack gebaseerde aanpak leidt tot een
algoritme met een MST van 0.6620. Het vereisen van een FCFS volgorde beperkt deze
waarde echter opnieuw, namelijk tot 0.6334.

De vorige twee hoofdstukken handelden over het geval waarbij het aantal geheugen-
plaatsen voor SIC beperkt was tot één. In Hoofdstuk 5 veralgemenen we dit zodat de
MST van een kanaal met K geheugenplaatsen kan bepaald worden. Deze algoritmes zijn
gebaseerd op het vorige stack gebaseerde algoritme, waarbij de overblijvende geheugen-
plaatsen gebruikt worden als een soort van cache. We stellen twee mogelijke cacheopties
voor. Hieruit blijkt dat K gelijk aan 5 nemen reeds voldoende is om het resultaat van
SICTA te benaderen tot op 10−5. Bovendien zien we dat ook een FCFS volgorde met
vergelijkbare MSTs kan worden behaald.

In Hoofdstuk 6, stellen we een nieuw algoritme voor, waarbij één geheugenplaats
voldoende is, en free access is toegelaten. Onder free access mogen nieuwe aankomsten op
elk tijdstip onmiddellijk het kanaal betreden, zonder dat ze voordien het kanaal moesten
volgen. Aan de hand van Quasi-Birth-Death (QBD) Markov chains (MCs) kunnen we
dan de stabiliteit van dit algoritme bepalen, voor verschillende aankomstprocessen. In
het geval van Poisson aankomsten, wordt een MST van 0.569 behaald.

Deel II behandelt nog steeds feedback gebaseerde contention access kanalen, maar con-
centreert zich nu op de analyse van een grote groep free access algoritmen. De bestaande
analysemethoden, om de MST te bepalen, vergen ofwel een diepere wiskundige analyse,
of leveren slechts een beperkte precisie op binnen een redelijke tijd (bijvoorbeeld de me-
thode gebruikt in het vorige hoofdstuk). We stellen dan ook een nieuwe analysemethode
voor in Hoofdstuk 7. Deze techniek bestaat erin tree algoritmen in verband te brengen
met zogenaamde branching processen, en daarmee de MST te bepalen. Het soort analy-
seerbare aankomstprocessen wordt hierbij wel beperkt tot zogenaamde independent and
identically distributed (i.i.d.) processen. Deze techniek laat toe om de MST te bepalen
van een brede waaier tree algoritmen, in elke gewenste nauwkeurigheid. We laten hiermee
zien hoe enkele reeks gekende resultaten eenvoudig te reproduceren zijn, en enkele free
access varianten van bestaande tree algoritmes eveneens te analyseren zijn. Bovendien
kunnen we deze methode ook toepassen op het algoritme uit het vorige hoofdstuk.

Deel III, bestaande uit Hoofdstuk 8, bekijkt het tweede contention access probleem,
waarbij er geen onmiddellijke feedback na elk tijdsslot wordt gegeven. Aangezien aan
gegarandeerd succesvolle transmissie moeilijk gerealiseerd kan worden, is de betrachting
hier om de kans op succes te verhogen. Om dit te bereiken, stellen we voor om een
pakket meerdere keren te versturen. De te kiezen tijdssloten worden hierbij echter niet
willekeurig gekozen, zoals reeds eerder bestudeerd werd, maar deze worden bepaald aan
de hand van enkele patronen. Deze patronen zijn onmiddellijk gerelateerd aan binary
constant weight codes. We beschrijven twee, reeds bekende, methodes om deze patro-
nen te construeren. De eerste maakt gebruik van eindige meetkunde, terwijl de tweede
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gebruik maakt van cyclic balanced incomplete block designs (CBIBDs). Deze transmis-
siemethode kan direct toegepast worden op een vaste populatiegrootte, in het bijzonder
wanneer deze overeenkomt met het aantal codes. Voor kleinere groepen gebruikers stel-
len we een selectiemethode voor, die de succeskansen aanzienlijk verhoogt. Voor grotere
populaties, bekijken we twee mogelijkheden; het hergebruik van codes en de combinatie
met een willekeurige selectie. De kans op succes wordt telkens afgeleid aan de hand van
gesloten formules, en vergeleken met simulaties. Hieruit blijkt dat, in vergelijking met
het willekeurig kiezen, een beduidend hogere succeskans kan worden behaald.

Om af te sluiten willen we de lezer graag meegeven dat de meest innovatieve resultaten
in deze thesis zich bevinden in Hoofdstukken 2, 7 en 8.
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